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Introduction

● Music source separation (MSS) is a task that isolates individual sources 

from the mixture
○ It is also called demixing as an inverse process of mixing

○ It is a very challenging task, but recent advances in deep learning have led to 

remarkable progress. MMS is now being deployed in real-world applications 

such as DAW

Source: https://source-separation.github.io/tutorial/landing.html

https://source-separation.github.io/tutorial/landing.html
https://source-separation.github.io/tutorial/landing.html
https://source-separation.github.io/tutorial/landing.html


Introduction

● The output of music source separation is a group of similar audio tracks 

called “stem” 
○ 2-stem (vocals, accompaniment): karaoke, MR

○ 4-stem (vocals, drums, bass, others): standard in academia and DJ tools

○ 5-stem/6-stem (vocals, drums, bass, piano, guitar, others): commercial levels

Apple Logic ProMUSDB dataset



Applications

● Entertainment / Education 
○ Karaoke: vocal/accompaniment separation

○ Performance practice: volume control of target instruments 

● Music productions
○ Remix/Upmix: reorganize separated sources

○ reuse of stems in existing or generated songs

Gaudio Sing Moises App Beatles (Now and Then)



Applications

● Music research 

○ Front-end processing for MIR tasks

■ Transcription, alignment, beat-tracking, structure analysis

○ Computational musicology 

■ Pitch analysis (vibrato and expressions), rhythm analysis (groove, micro-timing)

○ Dataset creation for other tasks

■ Sound synthesis: singing voice or instruments 

■ Multi-stem data augmentation



Basic pipeline of Music Source Separation on Spectrogram 

1. (Representation) use spectrogram as an audio representation

2. (mask) the source separation model estimates 2D time-frequency mask 

3. (magnitude) The target source spectrogram is estimated by element-
wise multiplication between the mixture spectrogram and the masks

4. (phase) the mixture phase is copied to the target source phase  
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Overview of Music Source Separation Models

● Rule-based & DSP Approaches (late 1990s ~ 2000s)
○ Filtering and Panning based (vocal removal)

○ Computational Auditory Scene Analysis (CASA) inspired by Bregman’s 

Auditory Scene Analysis: audio pattern group by gestalt principles 

(proximity/similarity, common fate-onset/modulation, good continuation)

● Statistical machine learning & NMF (2000s ~ 2010s)
○ ICA (multi-channel input, e.g., EEG), sparse coding (dictionary learning)

○ NMF, PLCA: spectral decomposition by additivity on spectrograms 

● Deep Learning (2014 and afterwards)

○ DRNN, U-Net, BS-RNN, transformers

○ Diffusion models



Overview of Deep Learning Models for MSS

Singing Voice Separation with Deep U-Net Convolutional Networks, Andreas Jansson, et al., ISMIR, 2017
Spleeter: a Fast and Efficient Music Source Separation Tool with Pre-trained Models, Romain Hennequin et al., Journal of Open Source Software, 2020
Open-Unmix - A Reference Implementation for Music Source Separation, Fabian-Robert Stöter et al., Journal of Open Source Software, 2019
D3Net: Densely Connected Multidilated DenseNet for Music Source Separation, Naoya Takahashi, Yuki Mitsufuji, ICASSP, 2020 

● U-Net on spectrogram
○ “Spotify” U-Net (2017): the first U-Net architecture, vocal separation

○ Spleeter (Deezer, 2020): Widely used, highly optimized, lightweight model. 4-

stem/5-stem models, the industry standard for commercial deployment

■ https://github.com/deezer/spleeter

○ Open-Unmix (UMX, 2019): a reference implementation designed for open-

source and reproducible research
■ https://github.com/sigsep/open-unmix-pytorch

○ D3Net (Sony, 2020): Sony MSS mode, CNN with dilated convolutions, 

winning early Sony MDX challenges
■ https://github.com/sony/ai-research-code/tree/master/d3net

https://github.com/deezer/spleeter
https://github.com/deezer/spleeter
https://github.com/sigsep/open-unmix-pytorch
https://github.com/sigsep/open-unmix-pytorch
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https://github.com/sigsep/open-unmix-pytorch
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https://github.com/sony/ai-research-code/tree/master/d3net
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https://github.com/sony/ai-research-code/tree/master/d3net
https://github.com/sony/ai-research-code/tree/master/d3net
https://github.com/sony/ai-research-code/tree/master/d3net
https://github.com/sony/ai-research-code/tree/master/d3net


Overview of Deep Learning Models for MSS

● U-Net on waveform/spectrogram

○ Wave-U-Net (2018): waveform-domain separation
■ https://github.com/f90/Wave-U-Net

○ Demucs v1/v2 (Meta, 2019-2020): Bi-LSTM bottlenecks and a customized 

ConvTasNet framework

○ Hybrid Demucs (v3) (Meta, 2021): use both waveforms and spectrogram
■ https://github.com/facebookresearch/demucs

● Band-split RNN
○ BS-RNN (2022): split the spectrogram into non-uniform frequency bands

based on psychoacoustic features, interleaved time-RNN and frequency-RNN 

to capture cross-domain context, achieve high performance with light weights

Wave-U-Net: A Multi-Scale Neural Network for End-to-End Audio Source Separation, Daniel Stoller, Sebastian Ewert, Simon Dixon, 2018
Demucs: Deep Extractor for Music Sources with Extra Unlabeled Data Remixed, Alexandre Défossez, Nicolas Usunier, Léon Bottou, Francis Bach, 2019
Music Source Separation with Band-split RNN, Yi Luo, Jianwei Yu, IEEE TASLP, 2022

https://github.com/f90/Wave-U-Net
https://github.com/f90/Wave-U-Net
https://github.com/f90/Wave-U-Net
https://github.com/f90/Wave-U-Net
https://github.com/f90/Wave-U-Net
https://github.com/f90/Wave-U-Net
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Overview of Deep Learning Models for MSS

● Transformers & Generative Decoder

○ HTDemucs (Meta, 2023): replace Bi-LSTM with transformer in Demucs

○ BS-Roformer (ByteDance, 2024): Band-Split framework with a Transform 

backbone and rotary position embedding
■ https://github.com/lucidrains/BS-RoFormer

○ SCNet (2024): sparse compression network based on human auditory 

perception
■ https://github.com/thuhcsi/SCNet

○ MSDM (2024): multi-source diffusion model for both generation and 

separation 
■ https://github.com/gladia-research-group/multi-source-diffusion-models

Hybrid Transformers for Music Source Separation, Simon Rouard, Francisco Massa, and Alexandre Defossez, ICASSP, 2023
Music Source Separation with Band-Split RoPE Transformer, Wei-Tsung Lu et al, ICASSP, 2024
SCNet: Sparse Compression Network for Music Source Separation, Weinan Tong et al, ICASSP, 2024
Multi-Source Diffusion Models for Simultaneous Music Generation and Separation, Giorgio Mariani, et al, ICLR, 2024

https://github.com/lucidrains/BS-RoFormer
https://github.com/lucidrains/BS-RoFormer
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Evaluation Metrics

● Objective evaluation

○ Estimated source:  Ƹ𝑠 = 𝑠𝑡𝑎𝑟𝑔𝑒𝑡 + 𝑒𝑖𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑒 + 𝑒𝑛𝑜𝑖𝑠𝑒 + 𝑒𝑎𝑟𝑡𝑖𝑓𝑎𝑐𝑡
■ 𝑠𝑡𝑎𝑟𝑔𝑒𝑡 : projected on ground truth

■ 𝑒𝑖𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑒 : projected on mix and subtract the 𝑠𝑡𝑎𝑟𝑔𝑒𝑡 from it 

■ 𝑒𝑛𝑜𝑖𝑠𝑒 : projected on noisy mix and subtract the 𝑠𝑡𝑎𝑟𝑔𝑒𝑡 from it  (often, set to 0)

■ 𝑒𝑎𝑟𝑡𝑖𝑓𝑎𝑐𝑡 : model artifacts 

○ Source-to-Distortion Ratio (SDR): 10 ∙ log10
𝑠𝑡𝑎𝑟𝑔𝑒𝑡

2

𝑒𝑖𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑒+𝑒𝑛𝑜𝑖𝑠𝑒+𝑒𝑎𝑟𝑡𝑖𝑓𝑎𝑐𝑡
2

○ Source-to-Interference Ratio (SIR): 10 ∙ log10
𝑠𝑡𝑎𝑟𝑔𝑒𝑡

2

𝑒𝑖𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑒
2

○ Source-to-Artifact Ratio (SAR): 10 ∙ log10
𝑠𝑡𝑎𝑟𝑔𝑒𝑡+𝑒𝑖𝑛𝑡𝑒𝑟𝑓𝑎𝑐𝑒+𝑒𝑛𝑜𝑖𝑠𝑒

2

𝑒𝑎𝑟𝑡𝑖𝑓𝑎𝑐𝑡
2

Performance measurement in blind audio source separation, Emmanuel Vincent, Rémi Gribonval, and Cédric Févotte IEEE TASLP, 2006



Evaluation Metrics

● Subjective evaluation
○ MUSHRA (MUlti-Stimulus test with Hidden Reference and Anchor): A 

standardized subjective listening test method (ITU-R BS.1534) 

○ Evaluators rate multiple degraded audio samples against a known reference 

(ground truth) on a 0–100 scale, alongside a hidden reference (ground truth) 

and low-quality anchors

■ Hidden reference: filters lazy evaluators 

■ Hidden reference & low-quality anchors: upper and lower bound of scores



Encoder-decoder Architecture in Supervised Learning

● The encoder-decoder architecture is popularly used in supervised settings
○ Image segmentation 

○ Music source separation

Image Segmented objects

Mixed Audio Separated vocal

Convolution Network

(Downsampling)

𝑥
ො𝑦

Deconvolution Network

(Upsampling)



Encoder-decoder Architecture in Supervised Learning

● The encoder-decoder architecture is usually set to be fully convolutional
○ Encoder: convolution and pooling layers (down-sampling)

○ Decoder: transposed convolution and unpooling layers  (up-sampling)

Convolution Network

(Downsampling)

𝑥
ො𝑦

Deconvolution Network

(Upsampling)



Unpooling

● Undo the pooling
○ Max-unpooling is a commonly used method 

○ Store the position of maximum value in the encoder and use it to locate the 

input value on the unpooled map in the decoder; set the rest to zero

2 x 2 max pooling 

with a stride of 2
2 x 2 max unpooling 

with a stride of 2

Learning Deconvolution Network for Semantic Segmentation, Hyeonwoo Noh, Seunghoon Hong, Bohyung Han, 2015



Transposed Convolution

● Map a single input element to the filter-size output  
○ Input gives a weight for the filter 

○ Striding is applied to the output: this determines the upsampling factor

○ The overlap between the filter-size output are summed

3 x 3 filter

stride=2, no padding
3 x 3 filter

stride=2, no padding

Convolution Transposed Convolution

Learning Deconvolution Network for Semantic Segmentation, Hyeonwoo Noh, Seunghoon Hong, Bohyung Han, 2015



Transposed Convolution

● Convolution as matrix multiplication (1D example) 

[StanfordCS231n]

Filter Input

Input

1 x 3 filter

stride=1, padding=1

Filter Input

Input

1 x 3 filter

stride=1, no padding

Sliding filter

Sliding filter



Transposed Convolution

● Convolution as matrix multiplication (1D example) 

1 x 3 filter

stride=2, padding=1
1 x 3 filter

stride=2, no padding

Filter Input Filter Input

Input

Sliding filter

Sliding filter

Input

[StanfordCS231n]



U-Net

● Skip connections between the same level of encoder and decoder layers
○ The direct feature maps from the corresponding encoder layer ensure high 

precision of localization

○ First introduced for medical image segmentation

U-Net: Convolutional Networks for Biomedical Image Segmentation: Olaf Ronneberger, Philipp Fischer, Thomas Brox, 2015



● The precise segmentation by U-Net is effective in source separation 
○ The input of U-Net is mixture spectrogram and the output is mask

○ Audio quality is very sensitive to small displacement of the reconstructed 

sound on the time-frequency representation

Singing Voice Separation Using U-Net

sigmoid output (mask)mixed audio (input) vocal output

Singing Voice Separation with Deep U-Net Convolutional Networks, Andreas Jansson, Eric Humphrey, Nicola Montecchio, Rachel Bittner, Aparna Kumar, Tillman Weyde,  2017



Singing Voice Separation Using U-Net

● Details of the U-Net architecture
○ The waveform input is resampled to 8kHz and the spectrogram is 

normalized to the range [0,1]

○ 5x5 Filter with a striding size of 2 in both conv and transposed conv layers

○ No pooling 

○ The output is the sigmoid function (∈ [0.0, 1.0])

○ Use L1 norm as a loss function:

mixture spectrogram (input)mask (model output)

vocal source spectrogram (output)

Singing Voice Separation with Deep U-Net Convolutional Networks, Andreas Jansson, Eric Humphrey, Nicola Montecchio, Rachel Bittner, Aparna Kumar, Tillman Weyde,  2017



Singing Voice Separation Using U-Net

● Datasets
○ Collect 20k pairs of music tracks and its instrumental version

○ The vocal spectrogram was obtained by max(𝑋 − 𝑌𝑖 , 0) at each T-F bin

● Results
○ Baseline: the same model without skip connection

○ Chimera: based on deep clustering (K-means on T-F embedding vectors) 

Mixture spectrogram instrumental track spectrogram

Singing Voice Separation with Deep U-Net Convolutional Networks, Andreas Jansson, Eric Humphrey, Nicola Montecchio, Rachel Bittner, Aparna Kumar, Tillman Weyde,  2017



Issues with Spectrogram 

● STFT depends on many parameters: window size, hop size, window type
○ It is not trivial to find the optimal parameter setup

● Using the mixture phase for the output may cause artifacts 

○ In particular when harmonic partials from different sources are overlapping

Alternatively, we can estimate the phase from the magnitude 

■ The Griffin-Lim algorithm is one of the most popular methods 

( https://librosa.org/doc/latest/generated/librosa.griffinlim.html )

■ But, the iterative algorithm is slow

● Finally, ignoring the mixture phase in the mask estimation process can 

miss some information (time-envelope, cross-channel phase difference) 

about the source

https://librosa.org/doc/latest/generated/librosa.griffinlim.html


Wave U-Net

● Use raw waveforms as input
○ 1D convolution and deeper networks

○ Multiple source separation outputs 

○ Direct source estimation as waveforms
■ Use a tanh non-linearity in the last layer to 

ensure to the range [-1,1]  

● Add the additivity constraint to the loss
○ The sum of the separated sources to be the same as the original mixture

● Use a larger input size than the output size to learn a wider input context

● Do interpolation on the input feature map to avoid aliasing noise

Wave-U-Net: A Multi-Scale Neural Network for End-to-End Audio Source Separation, Daniel Stoller, Sebastian Ewert, Simon Dixon, 2018



Transposed Convolution and Artifacts

● Transposed convolution with a striding size of 2 or more has “uneven 

overlap”
○ This causes the checkerboard artifacts

○ A solution: do linear interpolation on input and transposed convolution with 

a striding size of 1 

Deconvolution and Checkerboard Artifacts, Augustus Odena, Vincent Dumoulin, Chris Olah, 2016 (https://distill.pub/2016/deconv-checkerboard/ )

Linear interpolation +
Transposed conv (stride=1)

https://distill.pub/2016/deconv-checkerboard/
https://distill.pub/2016/deconv-checkerboard/
https://distill.pub/2016/deconv-checkerboard/


Wave U-Net

● Linear interpolation is simple and effective to avoid the aliasing noise 
○ The interpolation takes the average from the two adjacent positions

○ But it is not optimized 

● Learnable upsampling
○ Every input element can have a different weight  

No interpolation (Learnable) interpolation

Wave-U-Net: A Multi-Scale Neural Network for End-to-End Audio Source Separation, Daniel Stoller, Sebastian Ewert, Simon Dixon, 2018



Wave U-Net

● Results
○ Trained and tested with the MUSDB18 multi-track dataset

○ Used the SDR metric only 

Baseline

Additivity

Larger input

Stereo channel

Learnable
Interpolation

Spectrogram-based
U-Net

Wave-U-Net: A Multi-Scale Neural Network for End-to-End Audio Source Separation, Daniel Stoller, Sebastian Ewert, Simon Dixon, 2018



Demucs

● Similar to Wave U-Net but have a recurrent layer
○ 1x1 convolution and gated linear unit (GLU) 

○ LSTM between the encoder and decoder

○ Set the filter size to be twice the stride size in the

transposed convolution: ”even overlap”

Demucs: Deep Extractor for Music Sources with Extra Unlabeled Data Remixed, Alexandre Défossez, Nicolas Usunier, Léon Bottou, Francis Bach, 2019

GLU (a trainable and smoother version of ReLU)

Even overlap



Demucs

● Unlabeled data remixing
○ Trained a classifier to detect the presence of each stem

○ Built a new dataset by mixing an absent source from the training set 
■ The manually remixed source is “strongly label data” 

● Better results than Wave U-Net

Unlabeled data remixing

Demucs: Deep Extractor for Music Sources with Extra Unlabeled Data Remixed, Alexandre Défossez, Nicolas Usunier, Léon Bottou, Francis Bach, 2019



Hybrid Demucs

● Dual U-Net architectures that use 

both waveforms and spectrogram
○ Won the Music Demixing Challenge 2021

○ Compressed residual branches

○ Local attention

○ Singular value regularization

Hybrid spectrogram and waveform source separation,”, Alexandre Defossez, Music Demixing Workshop, 2021



Hybrid Transformer Demucs

● Replace the bottleneck part with 

a cross-domain transformer encoder 

Hybrid Transformers for Music Source Separation, Simon Rouard, Francisco Massa, and Alexandre Defossez, ICASSP, 2023



Issues of U-Net architectures

● The U-Net architectures were borrowed from the computer vision domain
○ Spectrograms are regarded as an image 

○ 2D CNN handles low and high frequency content equally

○ However, their patterns are different and high frequency content is sparse

○ Long-term dependency learning requires heavy and deep layers 



Band-Split RNN

● Inspired by human auditory perception 
○ Spit the spectrogram into non-unform frequency bands 

■ Low (0-1kHz): 100 Hz x 10 bands (bass, vocal F0, drum kick )

■ Mid (1-8kHz): 250 Hz x 28 bands (vocal formants, harmonics of instruments)

■ High (8-22 kHz) 2k~4Hz x 3 bands (high-hat, cymbal)

○ Complex-valued STFT are used as input 

Music Source Separation with Band-split RNN, Yi Luo, Jianwei Yu, IEEE TASLP, 2022



Band-Split RNN

● Interleaved RNNs 
○ RNN across time (T-RNN): learn rhythm, melodic context 

○ RNN across frequency bands (K-RNN): learn timbre, harmonics

○ Interleaving T-RNN and K-RNN progressively increase global context learning 

○ This extremely reduces the model size! 

Music Source Separation with Band-split RNN, Yi Luo, Jianwei Yu, IEEE TASLP, 2022



Band-Split RNN

● Masks are estimated separately over K bands
○ Complex-valued time-frequency masks

● Semi-supervised fine-tuning using additional mixed songs  

Music Source Separation with Band-split RNN, Yi Luo, Jianwei Yu, IEEE TASLP, 2022



Band-Split RNN

● Loss functions

● High performance & lightweight

○ Reduced computational footprint and low inference latency by 1D RNNs

Music Source Separation with Band-split RNN, Yi Luo, Jianwei Yu, IEEE TASLP, 2022



BS-RoFormer

● Replace the interleaved RNNs with Transformers 
○ Interleaving across time and frequency bands 

○ Rotary position embedding (RoPE)
■ Rotational vectors are multiplied to tokens 

■ Their inner-product retains their relative distance

■ Originally used in LLM (LLaMA) for context window extension (extrapolation)

■ Learn repeated patterns in audio: rhythmic and harmonic patterns    

Music Source Separation with Band-Split RoPE Transformer, Wei-Tsung Lu et al, ICASSP, 2024



BS-RoFormer

● Loss function 

● The current SOTA model in academia 

Music Source Separation with Band-Split RoPE Transformer, Wei-Tsung Lu et al, ICASSP, 2024



Resources

● ISMIR 2020 Tutorial
○ https://source-separation.github.io/tutorial

● PyTorch Audio 

○ https://pytorch.org/audio/main/tutorials/hybrid_demucs_tutorial.html

https://source-separation.github.io/tutorial
https://source-separation.github.io/tutorial
https://source-separation.github.io/tutorial
https://source-separation.github.io/tutorial
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