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Overview of Symbolic Music Processing

● Symbolic music
○ A structural representation of music consisting of musical notations or 

discrete performance events 

● Digital formats 

○ Visual notation and engraving formats: musicXML, MEI, Lilypond

○ Text-based simplified formats: ABC Notation, Kern, JAM notation (chord), 

Music Macro Language (game music)

○ Performance/music production: MIDI 



MusicXML

● Markup language for music typesetting (or engraving)
○ Aim to render a realistic (and beautiful) music score 

○ Can be converted to MIDI but lose information (expressions, clef, articulation)

MakeMusic, Inc. Page 10 December 2017 

"Hello World" in MusicXML 
Brian Kernighan and Dennis Ritchie popularized the practice of writing a program that prints the 

words "hello, world" as the first program to write when learning a new programming language. It 

is the minimal program that tests how to build a program and display its results. 

In MusicXML, a song with the lyrics "hello, world" is actually more complicated than we need 

for a simple MusicXML file. Let us keep things even simpler: a one-measure piece of music that 

contains a whole note on middle C, based in 4/4 time: 

 

Here it is in MusicXML: 

<?xml version="1.0" encoding="UTF-8" standalone="no"?> 

<!DOCTYPE score-partwise PUBLIC 

    "-//Recordare//DTD MusicXML 3.1 Partwise//EN" 

    "http://www.musicxml.org/dtds/partwise.dtd"> 

<score-partwise version="3.1"> 

  <part-list> 

    <score-part id="P1"> 

      <part-name>Music</part-name> 

    </score-part> 

  </part-list> 

  <part id="P1"> 

    <measure number="1"> 

      <attributes> 

        <divisions>1</divisions> 

        <key> 

          <fifths>0</fifths> 

        </key> 

        <time> 

          <beats>4</beats> 

          <beat-type>4</beat-type> 

        </time> 

        <clef> 

          <sign>G</sign> 

          <line>2</line> 

        </clef> 

      </attributes> 

      <note> 

        <pitch> 

          <step>C</step> 

          <octave>4</octave> 

        </pitch> 

        <duration>4</duration> 

        <type>whole</type> 

      </note> 

    </measure> 

  </part> 

</score-partwise> 

Let's look at each part in turn: 

 

<?xml version="1.0" encoding="UTF-8" standalone="no"?> 

MIDI



ABC Notation

● A simplified musical notation format 
○ Focus on monophonic melody but can represent polyphonic music with 

interleaved voice indicators

○ Many resources and editors

■ https://abcnotation.com/,  https://notabc.app/abc-converter/ 

https://en.wikipedia.org/wiki/ABC_notation 

Interleaved ABC notations

https://electricalexis.github.io/notagen-demo/ 

https://abcnotation.com/
https://abcnotation.com/
https://notabc.app/abc-converter/
https://notabc.app/abc-converter/
https://notabc.app/abc-converter/
https://en.wikipedia.org/wiki/ABC_notation
https://electricalexis.github.io/notagen-demo/
https://electricalexis.github.io/notagen-demo/
https://electricalexis.github.io/notagen-demo/


Tasks on Symbolic Music Data 

● Analysis and understanding
○ Melody identification  

○ Harmonic analysis, key detection 

○ Structure analysis

○ Music classification (genre, mood) 

● Generation
○ Harmonization and accompaniment

○ Continuation and in-filling

○ Full-track generation (text-to-music)

● Transformation 
○ Performance rendering (score-to-performance MIDI) 

○ Difficulty-based arrangement 



Symbolic Music Processing Models

● Traditional approach 
○ Rule-based pattern matching or statistical models (e.g. HMM) 

○ MIDIToolbox: https://github.com/miditoolbox/ 

Krumhansl-Schmuckler

Key-Finding Algorithm
Skyline Algorithm 

- Melody Identification

Pitch Class Profile
24 Key profiles

(measured by listening tests)

Source: https://purl.pt/282/1/v3d2/projects/midilib/midilib/english/skydemo.html De Poli, G., & Orio, N. (2012). Music information processing(Chap. 8). 

https://github.com/miditoolbox/
https://purl.pt/282/1/v3d2/projects/midilib/midilib/english/skydemo.html


Symbolic Music Processing Models

● Deep Learning: 1-D approach
○ Flatten music score as a word-like sequence of notes: 1D token sequences

○ Use NLP models: RNN, BERT

○ Note relations are discarded: chord notes, voice notes

D. Jeong PhD thesis slides 



Symbolic Music Processing Models

● Deep Learning: 2-D approach
○ Convert music score as a 2D matrix of note activations over time (piano roll)

○ Use computer vision models: CNN, GAN

○ A single note is divided into small segments: Onset/offsets needs to 

distinguished  

○ Score information other than notes is not preserved well

D. Jeong PhD thesis slides 
Sampling by a small time unit



Symbolic Music Processing Models

● Deep Learning: Graph-based approach
○ Graph representations

■ Nodes: notes

■ Edges: musical relations such as chord, voice, neighboring notes 

○ Graph neural network models

■ GraphMuse: A Library for Symbolic Music Graph Processing 

D. Jeong PhD thesis slides 
GraphMuse: A Library for Symbolic Music Graph Processing, Emmanouil Karystinaios, Gerhard Widmer, ISMIR 2024
Graph Neural Network for Music Score Data and Modeling Expressive Piano Performance Dasaem Jeong et al, ICML 2019

https://github.com/manoskary/graphmuse
https://github.com/manoskary/graphmuse
https://github.com/manoskary/graphmuse


Tokenization

● Segment the data into a sequence of tokens
○ A token is one of the vocabulary formed by the tokenization methods

○ It is represented as an one-hot vector or an index number

● Language tokenization
○ Character → Sub-word → Word

■ A trade-off between vocabulary size and sequence length  

■ Out-of-vocabulary issue

○ Byte-pair encoding (BPE) is used for the sub-word tokenization

● Symbolic music tokenization

○ MIDI-like, REMI, CPWord, Octuple, MMM, …

○ https://miditok.readthedocs.io/ 

https://miditok.readthedocs.io/
https://miditok.readthedocs.io/


MIDI-like Tokenization

● Four types of MIDI-like event 
○ Note-on (128 pitches), note-off (128 pitches), set-velocity (32 quantized 

velocities), time-shift (100 shifts: 10ms to 1000 ms) 

○ 388-dim one-hot vector (388=128+128+32+100) → 388 vocabulary tokens 

This Time with Feeling: Learning Expressive Musical Performance: Sageev Oore, Ian Simon, Sander Dieleman, Douglas Eck, Karen Simonyan, 2018
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MIDI-like Tokenization

● The time shift event compresses sustained note states into a single event
○ A typical 30-sec clip might contain about 1200 event tokens

This Time with Feeling: Learning Expressive Musical Performance: Sageev Oore, Ian Simon, Sander Dieleman, Douglas Eck, Karen Simonyan, 2018



Language Model 

● Language model in natural language processing
○ Auto-regressive model: predict what comes next

● Musical language model

○ Predict what comes next in a note sequence  

𝑝(𝑥𝑡|𝑥1, … , 𝑥𝑡−1)

𝑥𝑖 : input/output representation vector 

𝑥1 𝑥2 𝑥3 𝑥4 …

The sky is so

𝑥1 𝑥2 𝑥3 𝑥4 …

blue

dark

beautiful Language Model



PerformanceRNN

● Dataset and goal
○ MAESTRO: performance piano MIDI files

○ Simultaneously composting and performing piano music

● Tokenization
○ “MIDI-like” 

● Models
○ A simple auto-regressive RNN model 

This Time with Feeling: Learning Expressive Musical Performance: Sageev Oore, Ian Simon, Sander Dieleman, Douglas Eck, Karen Simonyan, 2018



RNN-based Model: Training

● Data augmentation 
○ Tempo change and key transpose

● Three layers of LSTMs and the softmax output

○ One-hot MIDI-like event vector

○ The cross-entropy loss 

○ Teacher-forcing: the ground output is used for input 

instead of the predicted output in the training phase

This Time with Feeling: Learning Expressive Musical Performance Sageev Oore, Ian Simon, Sander Dieleman, Douglas Eck, Karen Simonyan, 2018

𝑝(𝑥5|𝑥1, … , 𝑥4)

𝑥1 𝑥2 𝑥3 𝑥4

. . .

. . .

ො𝑥2 ො𝑥3 ො𝑥4 ො𝑥5



RNN-based Model: Inference

● Generate the output using the trained model 
○ Start from a random sample (unconditional) or an initial conditional input 

(“priming” or “continuation”)

○ Sample from the softmax output: multinomial distribution 

○ The sampled output is used as input at the next step

ො𝑥2 ො𝑥3 ො𝑥4

ො𝑥2 ො𝑥3 ො𝑥4 ො𝑥5

. . .

Sample

An intuitive animation about auto-regressive models: https://twitter.com/i/status/1327775912352493568

https://twitter.com/i/status/1327775912352493568


RNN-based Model: Inference

● The softmax temperature controls musical diversity
○ 𝜏 > 1 : 𝑃𝑡 becomes more uniform 

■ More diverse output are generated

○ 𝜏 < 1 : 𝑃𝑡 becomes more spiky 

■ Less diverse output are generated

Softmax output

𝑃𝑡 𝑤 =
exp(𝑆𝑤/𝜏)

σ
𝑤′ exp(𝑆𝑤′/𝜏)

𝜏 > 1

𝜏 = 1

𝜏 < 1



RNN-based Model: Result

● Generation examples (unconditional generation)
○ https://magenta.tensorflow.org/performance-rnn

● Issues
○ The result sounds natural in short terms but note patterns are not coherent 

and keeps diverging: the long-term dependency issue

○ Need better models capable of learning wider music context

𝜏 = 1 𝜏 = 1.5 𝜏 = 0.9 

https://magenta.tensorflow.org/performance-rnn
https://magenta.tensorflow.org/performance-rnn
https://magenta.tensorflow.org/performance-rnn
https://magenta.tensorflow.org/performance-rnn


Evaluating Music Language Model 

● Objective evaluation
○ Perplexity (PPL): measure the likelihood of the generated output 

■ Inverse probability of the corpus

■ Lower PPL is better

○ Comparing musical statistics

■ Pitch: pitch count, pitch class histogram, pitch transition histogram, pitch range

■ Rhythm: note count, average inter-onset-interval, note length histogram, note 

length transition histogram

■ Kernel density estimation → PDF

■ Overlapping Area (OA), Kullback-Leibler divergence (KLD) 

● Subjective evaluation 
○ Mean opinion score (MOS): scale from 1 to 5 

𝑃 𝑋 = ෑ

𝑡=1

𝑇

(
1

𝑃𝐿𝑀 𝑥𝑡 𝑥<𝑡
)1/𝑇 

On the evaluation of generative models in music, Li-Chia Yang, Alexander Lerch, Neural Computing and Applications, 2020



Issues in MIDI-like Tokenization

● It is effective in “expressive” music modeling but does not have a built-in 

notion of beats/downbeats

● If a time-shift event is generated at a wrong position, the entire notes in 

the following time steps are affected and the rhythm becomes unstable 
○ This is a serious problem in pop music which usually has a regular tempo



REMI

● REvamped MIDI-derived events (REMI)
○ Use position & bar (beat & downbeat) instead of time-shift 

○ Use quantized note-duration instead of note-off

○ Add chord & tempo related tokens 

Pop Music Transformer: Beat-based Modeling and Generation of Expressive Pop Piano Compositions, Yu-Siang Huang, Yi-Hsuan Yang, 2020



Pop Music Transformer

● The input symbolic representation is designed for pop music which 

features steady beats
○ Use Transformer-XL instead of the vanilla Transformer 

Pop Music Transformer: Beat-based Modeling and Generation of Expressive Pop Piano Compositions, Yu-Siang Huang, Yi-Hsuan Yang, et al, 2019

Demo: https://github.com/YatingMusic/remi  

https://github.com/YatingMusic/remi


Issues in REMI

● REMI (and MIDI-like) use multiple tokens to represent a note 
○ This increases the length of token sequence and it is therefore not efficient 

in training transformer models   



Compound Word Tokenization

● Group relevant tokens into a super token called “compound words”
○ Note-based: pitch, duration, velocity

○ Metric-based: bar, chord, tempo

● This significantly reduces the token length

 and makes training the Transformer 

model efficient

Compound Word Transformer: Learning to compose full-song music over dynamic directed hypergraphs, Hsiao et al, AAAI 2021
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Compound Word Transformer

● Multiple input: token embeddings from music attribute tokens and family 

token are concatenated 

● Multiple output: predict the output separately for each music attribute 

and the family token

Compound Word Transformer: Learning to compose full-song music over dynamic directed hypergraphs, Hsiao et al, AAAI 2021



Compound Word Transformer

● The shorter token length helps training the transformer model
○ A whole song (up to 10,240 tokens) can be fed into the model on a single 

GPU with 11GM RAM

○ The model converges within 1.5 days using an NVIDIA RTX 2080 Ti

○ In addition, the model generates richer and diverse content

Compound Word Transformer: Learning to compose full-song music over dynamic directed hypergraphs, Hsiao et al, AAAI 2021

https://github.com/YatingMusic/compound-word-transformer 

https://github.com/YatingMusic/compound-word-transformer
https://github.com/YatingMusic/compound-word-transformer
https://github.com/YatingMusic/compound-word-transformer
https://github.com/YatingMusic/compound-word-transformer
https://github.com/YatingMusic/compound-word-transformer


Octuple 

● A super token is composed of eight music element tokens
○ Note family and metric family tokens are combined

○ Sequences becomes four times shorter than those in REMI

○ The eight element preserve more rich note contexts       

MusicBERT: Symbolic Music Understanding with Large-Scale Pre-Training, Mingliang Zeng et al., ACL 2021 Findings



MusicBERT

● Train the BERT model (Masked language model) with the Octuple token 

sequence
○ Masking: Octuple masking, bar-level masking

MusicBERT: Symbolic Music Understanding with Large-Scale Pre-Training, Mingliang Zeng et al., ACL 2021 Findings



MusicBERT

● Downstream tasks



ABC Notation Tokenization

● Comparison of ABC notation tokenization

Exploring Tokenization Methods for Multitrack Sheet Music Generation, Wang et al., ISMIR LBD 2024



NotaGen

● Two GPT2 decoders: patch-level decoder + character-level decoder
○ Use bar-stream patching

○ Pretraining: language modeling 

○ Fine-tuning: “period-composer-instrumentation” prompt 

○ Reinforcement Learning: Direct Preference Optimization (DPO) with CLAMP2

NotaGen: Advancing Musicality in Symbolic Music Generation with Large Language Model Training Paradigms, Yashan Wang, Arxiv, 2025 

https://electricalexis.github.io/notagen-demo/ 

https://electricalexis.github.io/notagen-demo/
https://electricalexis.github.io/notagen-demo/
https://electricalexis.github.io/notagen-demo/


2D Models

● Generate music data as a 2D matrix using image generation models
○ VAE, GAN, Diffusion

Decoder/
Generator

random sample

 𝑧~𝒩 (0, I)



MIDINet

● Convolutional GAN for one-bar melody generation
○ Generate a piano-roll matrix

○ Conditioned on the previous bar or on the chord 

MidiNet: A Convolutional Generative Adversarial Network for Symbolic-domain Music Generation, Yang et al., ISMIR, 2017

Demo page: https://richardyang40148.github.io/TheBlog/midinet_arxiv_demo.html 

https://richardyang40148.github.io/TheBlog/midinet_arxiv_demo.html
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