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Introduction

● Problems in music classification (or any supervised learning)
○ Require a large-scale labeled dataset to achieve high performance 

○ Require more human efforts, time and cost during the data creation process 

“Ballad”

“Rock”

“Jazz”

“Hiphop”

“Light-hearted”

“Calm”

“Exciting”

“Piano”

“Vocal”

How can we use deep neural network and achieve high performance 

with a small labeled dataset?



Introduction

● Use the embedding of pre-trained neural networks instead of training the 

network from scratch
○ Works as a feature extractor (or encoder) that transforms unorganized high-

dimensional input to low-dimensional organized embedding vectors

○ The pre-trained model is assumed to be trained with large-scale data and 

thus it generalizes to unseen data well

𝑓(𝑥)



Transfer Learning

● Transfer knowledge between two tasks  
○ Source task: train a neural network with a large-scale dataset and provide a 

generalized embedding

○ Target task: relevant tasks that re-use the pre-trained network as a feature 

extractor 

Deep Learning for Audio-Based Music Classification and Tagging, Juhan Nam, Keunwoo Choi, Jongpil Lee, Szu-Yu Chou, and Yi-Hsuan Yang, IEEE SPM, 2018



Transfer Learning for Music Classification

● Source task: music tagging
○ A 2D CNN model is trained using MSD with 250k audio tracks and 50 tags

● Target tasks: 6 different tasks with different data sizes and

○ Extract features from all layers and concatenate the average-pooled outputs

○ Use an SVM for classification or regression 

○ Better performance than MFCC 

Transfer learning for music classification and regression tasks, Keunwoo Choi, György Fazekas, Mark Sandler, Kyunghyun Cho, ISMIR 2017



Issues

● The neural networks pre-trained with human-labeled datasets are limited 
○ Biased to the target task and labels

○ The labels are often noisy and subjective 

○ Not easy to extend the data scale 

● Solutions
○ Using weak supervision data

○ Self-supervised learning 



Representation Learning with Weak Supervision

● Source of weak supervision: meta data (artist, album, track), playlist
○ Easily obtainable from the music catalogue or streaming service

○ Scalable 

○ Meta data is factual (or objective) 

● How can we harness the weak supervision data to train a DNN?   



Representation Learning with Weak Supervision

● Let’s first take a classification approach with artist labels

● Problems
○ The output layer can be excessively large

○ Whenever new artists are added, the model must be trained again

“Madonna”

“Coldplay”

“Michael Jackson”

“John Lennon”

“Eminem”

“Green Day”

“Metallica”



Metric Learning 

● Use similarity of input examples to supervise the learning model
○ Similarity is measured by the distance on the embedding space

■ If 𝑥𝑖  and 𝑥𝑗  are from the same class, 𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗  is small

■ If 𝑥𝑖  and 𝑥𝑗  are from different classes, 𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗  is large

○ Widely used distance: L2 (Euclidean) or cosine

𝑓(𝑥𝑖)𝑥𝑖

𝑓(𝑥𝑗)
𝑓(𝑥)𝑥𝑗

𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗

𝑓(𝑥)

Shared Networks

“The same artist or not”

The shared networks are 

called Siamese Network



Metric Learning 

● As a result, we learn the embedding space via the projection function 

𝑓 𝑥  
○ This is also called contrastive representation learning

𝑓(𝑥𝑖)𝑥𝑖

𝑓(𝑥𝑗)
𝑓(𝑥)𝑥𝑗

𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗

𝑓(𝑥)

Shared Networks

“The same artist or not”

The shared networks are 

called Siamese Network



Metric Learning Loss

● Contrastive loss

● Triplet loss

● NCE / InfoNCE

● Lifted Structured Loss

● N-pair Loss 

● Soft-Nearest Neighbors Loss

See the nice blog article: https://lilianweng.github.io/posts/2021-05-31-contrastive/ 

https://lilianweng.github.io/posts/2021-05-31-contrastive/
https://lilianweng.github.io/posts/2021-05-31-contrastive/
https://lilianweng.github.io/posts/2021-05-31-contrastive/
https://lilianweng.github.io/posts/2021-05-31-contrastive/
https://lilianweng.github.io/posts/2021-05-31-contrastive/
https://lilianweng.github.io/posts/2021-05-31-contrastive/
https://lilianweng.github.io/posts/2021-05-31-contrastive/
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● A binary classification loss

Contrastive loss

If 𝑥𝑖  and 𝑥𝑗  are from the same class (𝑦 = 0), 𝐿𝑓 =
1

2
𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗

2 𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗

𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗 > 𝛼

𝐿𝑓 𝑥𝑖 , 𝑥𝑗 , 𝑦 = 1 − 𝑦 ∙
1

2
𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗

2
+ 𝑦 ∙

1

2
(max 0, 𝛼 − 𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗 )2

If 𝑥𝑖  and 𝑥𝑗  are from different classes (𝑦 = 1), 𝐿𝑓 =
1

2
(max 0, 𝛼 − 𝐷 𝑓 𝑥𝑖 , 𝑓 𝑥𝑗 )2

𝛼: margin

Dimensionality Reduction by Learning an Invariant Mapping, Raia Hadsell, Sumit Chopra, Yann LeCun, CVPR 2006



Triplet loss

● A ranking loss

○ Multiple negative pairs are possible

○ Also called maximum margin hinge loss

Distance Metric Learning for Large Margin Nearest Neighbor Classification, Kilian Weinberger, John Blitzer, Lawrence Saul, NIPS, 2006

Deep metric learning using Triplet network, Elad Hoffer, Nir Ailon, NIPS, 2015

𝐿𝑓 𝑥𝑎 , 𝑥𝑝, 𝑥𝑛 = max(0, 𝐷 𝑓 𝑥𝑎 , 𝑓 𝑥𝑝 − 𝐷 𝑓 𝑥𝑎 , 𝑓 𝑥𝑛 + 𝛼)

𝛼𝑓 𝑥𝑎

𝑓 𝑥𝑝

𝑓 𝑥𝑛

𝛼: margin

𝑓 𝑥𝑎

𝑓 𝑥𝑝

𝑓 𝑥𝑛
After learning



InfoNCE loss

● Use a single positive pair and multiple negative pairs in the single batch 

● Similar to multi-class logistic regression
○ Form a multinomial distribution using the distances of a single positive pair 

and multiple negative pairs 

○ The loss is the negative log likelihood

𝑃(𝑥𝑝 𝑋, 𝑐 =
𝑒

−𝐷 𝑓 𝑥𝑎 ,𝑓 𝑥𝑝 /𝜏

σ𝑖 𝑒−𝐷 𝑓 𝑥𝑎 ,𝑓 𝑥𝑖 /𝜏

𝜏: margin

𝑋: all pairs in a batch 

𝑐: context about the 

positive and negative

−𝐷 𝑓 𝑥𝑎 , 𝑓 𝑥𝑝 /𝜏 

: score function

𝐿𝑓 𝑋 = − ෍ log
𝑒

−𝐷 𝑓 𝑥𝑎 ,𝑓 𝑥𝑝 /𝜏

σ𝑖 𝑒−𝐷 𝑓 𝑥𝑎 ,𝑓 𝑥𝑖 /𝜏

Representation Learning with Contrastive Predictive Coding, Aaron van den Oord, Yazhe Li, Oriol Vinyals, arxiv, 2019



Representation Learning with Artist labels

● Use the triplet loss
○ The positive pair is from the same artist and the negative pair is from two 

different artists

Representation learning for music using artist labels, Jiyoung Park, Jongpil Lee, Jangyeon Park, Jung-Woo Ha, Juhan Nam, ISMIR 2018

(a) The Basic Model (b) The Siamese Model

Figure 1. The proposed architecture for the model using artist labels.

2. LEARNING MODELS

Figure1 showstwo proposed DCNN models to learn audio

features using artist labels. The basic model is trained as

a standard classification problem. The Siamese model is

trained using pair-wise similarity between an anchor artist

and other artists. In thissection, wedescribe them in detail.

2.1 Basic Model

This isawidely used 1D-CNN model for music classifica-

tion [5, 9, 20, 25]. The model uses Mel-spectrogram with

128 bins in the input layer. Weconfigured theDCNN such

that one-dimensional convolution layers slide over only a

single temporal dimension. The model is composed of 5

convolutional layers as illustrated in Figure 1(a). Batch

normalization [15] and rectified linear unit (ReLU) activa-

tion layer are used after every convolution layer. Finally,

we used categorical cross entropy loss in the prediction

layer.

Wetrain themodel to classify artists instead of semantic

labels used in many music classification tasks. For exam-

ple, if the number of artists used is 1,000, this becomes

a classification problem that identifies one of the 1,000

artists. After training, the extracted 256-dimensional fea-

turevector in the last hidden layer isused asthefinal audio

feature learned using artist labels. Since this is the repre-

sentation from which the identity is predicted by the soft-

max linear classifier, we can regard it as the highest-level

artist feature.

2.2 Siamese Model

While the basic model is simple to train, it has two main

limitations. One is that the output layer can be excessively

large if the dataset has numerous artists. For example, if a

dataset has 10,000 artists and the last hidden layer size is

100, the number of parameters to learn in the last weight

matrix will reach 1M. Second, whenever new artists are

added to the dataset, the model must be trained again en-

tirely. We solve the limitations using the Siamese DCNN

model.

A Siamese neural network consists of twin networks

that share weights and configuration. It then provides

unique inputs to the network and optimizes similarity

scores [3,18,22]. This architecture can be extended to use

both positive and negative examples at one optimization

step. It isset up to takethreeexamples: anchor item (query

song), positive item (relevant song to the query) and nega-

tive item (different song to the query). This model is often

called triplet networksand hasbeen successfully applied to

music metric learning when therelativesimilarity scoresof

song triplets are available [21]. This model can be further

extended to useseveral negativesamples instead of just one

negative in the triplet network. This technique is called

negative sampling and has been popularly used in word

embedding [23] and latent semantic model [13]. By using

this technique, they could effectively approximate the full

softmax function when the output class is extremely large

(i.e. 10,000 classes).

We approximate the full softmax output in the basic

model with the Siamese neural networks using negative

sampling technique. Regarding the artist labels, we set up

the negative sampling by treating identical artist’s song to

the anchor song as positivesample and other artists’ songs

as negative samples. This method is illustrated in Figure

1(b). Following [13], the relevance score between the an-

chor song feature and other songs feature are measured as:

R(A, O) = cos(yA , yO ) =
yT

A yO

|yA ||yO |
(1)

whereyA and yO arethefeature vectorsof theanchor song

and other song, respectively.

Meanwhile, the choice of loss function is important in

this setting. We tested two loss functions. One is the soft-

max function with categorical cross-entropy loss to max-

imize the positive relationships. The other is the max-

margin loss to set only margins between positive and neg-

ative examples [10]. In our preliminary experiments, the

Siamese model with negative sampling was successfully

trained only with the max-margin loss function between

Artist Identity 

Feature

- 4 negative samples

- margin= 0.4

In this case, the shared 

networks are called 

Triplet Networks



Representation Learning with Artist labels

● 2D plots of the embedding space by t-SNE 

Artist Distribution Genre distribution (Transfer Learning) 



Artist-Level Music Retrieval

Query HIP-HOP Rock Band Pop rock

80’s HIP-HOPBoy groupQuery



Song-Level Music Retrieval

0 (1.0) bob marley and the wailers - three little birds

1 (0.7639) dennis brown - tribulation 

2 (0.6474) junior murvin - police and thieves

3 (0.5599) specials - gangsters 

4 (0.4997) shuggie otis - sweet thang 

5 (0.4782) james brown - give it up or turnit a loose

0 (1.0) norah jones - dont know why 

1 (0.7092) dionne warwick - walk on by 

2 (0.6981) jewel - enter from the east 

3 (0.6853) shakira - the one 

4 (0.6700) mamas and the papas - words of love 

5 (0.6602) andrews sisters - boogie woogie bugle boy

Query

Query



Representation Learning with Track, Album, and Artist Labels

● “Encoder + projector” architecture and bilinear similarity from COLA
○ Encoder: used for downstream tasks

○ Projector: used for measuring similarity in pre-training

○ No explicit anchor/negative pairs → use non-associated pairs in the batch 

○ Use meta data from                 (www.discogs.com)

Music Representation Learning Based on Editorial Metadata from Discogs, Pablo Alonso-Jiménez, Xavier Serra, and Dmitry Bogdanov, ISMIR, 2022

Contrastive Learning of General-Purpose Audio Representations, Aaqib Saeed, David Grangier, Neil Zeghidour, ICASSP, 2021

𝑓(𝑥)
𝑔(𝑥)

Bilinear similarity: 

Loss: 

http://www.discogs.com/


Representation Learning with Track, Album, and Artist Labels

● Downstream task results

MTG-Jamendo

Jukebox Encoder

(VQ-VAE)

Audio-Text Joint 

Embedding



Self-Supervised Learning (SSL)

● Learn a “good” representation from unlabeled data via “pretext” tasks 

and use the learned representations for downstream tasks 
○ The pretext tasks requires automatically generated labels or supervision 

● Types of automatically generated supervision
○ Temporal proximity 

○ Data augmentation with digital audio effects or masking



SimCLR

● Use random data augmentation within a minibatch
○ The original and its transformed examples are used as positive pairs

○ Outperforms supervised approaches using only a linear classifier on SimCLR 

features

A Simple Framework for Contrastive Learning of Visual Representations, Ting Chen, Simon Kornblith, Mohammad Norouzi, Geoffrey Hinton, ICML, 2020

Source: Stanford cs231n



SimCLR

● Using a large batch size is crucial to achieve high performance
○ But, it uses more memory on GPU

● Linear or non-linear projection improves the model performance

○ 𝑧𝑗 is specific to the “pretext” task and may discard useful information for 

downstream tasks, whereas ℎ𝑗 preserves more information 

A Simple Framework for Contrastive Learning of Visual Representations, Ting Chen, Simon Kornblith, Mohammad Norouzi, Geoffrey Hinton, ICML, 2020



CLMR

● A music version of SimCLR
○ Use a chain of random digital audio effects considering the order 

○ Use SampleCNN as a backbone model

Contrastive Learning of Musical Representations, Janne Spijkervet, John Ashley Burgoyne, ISMIR, 2021



CLMR

● Evaluation results (linear probing)

Contrastive Learning of Musical Representations, Janne Spijkervet, John Ashley Burgoyne, ISMIR, 2021

Comparison of CLMR, CPC, and Fully-supervised CNN:

- CLMR and CPC use linear classification on the fixed 

encoder.



CLMR

● Data efficient classification experiments

Contrastive Learning of Musical Representations, Janne Spijkervet, John Ashley Burgoyne, ISMIR, 2021

Unseen music tagging datasets



CLMR

● PyTorch Tutorial on CLMR
○ https://music-classification.github.io/tutorial/part5_beyond/self-supervised-

learning.html 

https://music-classification.github.io/tutorial/part5_beyond/self-supervised-learning.html
https://music-classification.github.io/tutorial/part5_beyond/self-supervised-learning.html
https://music-classification.github.io/tutorial/part5_beyond/self-supervised-learning.html
https://music-classification.github.io/tutorial/part5_beyond/self-supervised-learning.html
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HuBERT

● A masked language model on frame-level CNN audio encoder
○ Learn both acoustic representation and language modeling by predicting 

frame-level features from masked frames via BERT

○ An ensemble of K-means to cover different granularity of phonetic features

HuBERT: Self-Supervised Speech Representation Learning by Masked Prediction of Hidden Units, Wei-Ning Hsu et al, IEEE TASLP, 2021

The output is frame-level 

(20ms per frame)

“BERT encoder” 

(language model)

Frame-level codebook vector (cluster centers) 

from K-means on MFCC as pseudo targets
Codebook 

vector

BERT

encoder

outputProjection

matrix



MERT

● A music version of HuBERT using two teachers
○ Acoustic teacher: EnCodec (VQ-VAE) → InforNCE loss

○ Musical teacher: constant-Q transform → L2 regression loss

MERT: Acoustic Music Understanding Model with Large-Scale Self-supervised Training, Yizhi Li et al, ICLR, 2024



MERT

● Downstream tasks (1/2)

MERT: Acoustic Music Understanding Model with Large-Scale Self-supervised Training, Yizhi Li et al, ICLR, 2024



MERT

● Downstream tasks (2/2)

MERT: Acoustic Music Understanding Model with Large-Scale Self-supervised Training, Yizhi Li et al, ICLR, 2024



MERT

● Comparison with different acoustic teachers

MERT: Acoustic Music Understanding Model with Large-Scale Self-supervised Training, Yizhi Li et al, ICLR, 2024



More SSL models 

● Speech SSL models
○ Wav2Vec: https://arxiv.org/abs/1904.05862  

○ Wav2Vec 2.0: https://arxiv.org/abs/2006.11477 

○ COLA: https://arxiv.org/abs/2010.10915 

○ BYOL-A: https://arxiv.org/abs/2103.06695 

● Music SSL models

○ MULE: https://arxiv.org/abs/2210.03799 

○ MusicFM: https://arxiv.org/abs/2311.03318

https://arxiv.org/abs/1904.05862
https://arxiv.org/abs/1904.05862
https://arxiv.org/abs/2006.11477
https://arxiv.org/abs/2006.11477
https://arxiv.org/abs/2010.10915
https://arxiv.org/abs/2010.10915
https://arxiv.org/abs/2103.06695
https://arxiv.org/abs/2103.06695
https://arxiv.org/abs/2210.03799
https://arxiv.org/abs/2210.03799
https://arxiv.org/abs/2311.03318
https://arxiv.org/abs/2311.03318


Labels in Classification Models

● A fixed number of tags (e.g. top 50 tags) are used in practice

Top50 tags in MagnaTagATune

“Ballad”

“Rock”

“Jazz”

“Hiphop”

“Light-hearted”

“Calm”

“Exciting”

“Piano”

“Vocal”



Words in Music Services 

[Image sources]

- https://medium.com/@clintchoi/on-lofi-hip-hop-how-spotifys-mood-based-music-curation-pushes-this-subgenre-2b06c364affc

- https://rockcontent.com/blog/5-things-spotify-can-teach-content-curation/

- https://techcrunch.com/2018/03/28/pandora-takes-on-spotify-with-dozens-of-personalized-playlists-built-using-its-music-genome/



Questions

● [Annotation] can we train the model to predict a wide variety of words 

beyond the fixed tag labels?

● [Retrieval] can we train the model to search music with arbitrary words? 



● Mapping tag labels (one-hot style vectors) to a distributed vector space 

Word Embedding

Ballad

Hiptop

Calm

Jazz

Rock

Exciting

Light-HeartedVocal

Piano
“Ballad”

“Rock”

“Jazz”

“Hiphop”

“Light-hearted”

“Calm”

“Exciting”

“Piano”

“Vocal”

Word

Embedding

Word2Vec (CBOW, skip-gram)

GloVe

Pretrained work embedding models are available 

0
0
1
 0 
0
0
1
0



Cross-modal Metric Learning 

● Learning the joint embedding space between audio and word

Similarity Metric

Audio Embedding

Word

Embedding

“Ballad”

“Rock”

“Jazz”

“Hiphop”

“Light-hearted”

“Calm”

“Exciting”

“Piano”

“Vocal”



DeViSE: a Deep Visual-Semantic Embedding Model

● Pretrain each subnetwork individually before cross-modal metric learning

DeViSE: A Deep Visual-Semantic Embedding Model, Andrea Frome et al, NIPS, 2013



Cross-modal Metric Learning

● Learn co-embedding between music and tags using a triplet loss

Co-embedding space

Zero-shot Learning for Audio-based Music Classification and Tagging, Jeong Choi, Jongpil Lee, Jiyoung Park, Juhan Nam, ISMIR, 2019



Zero-Shot Learning

● Annotation and retrieval results

Top 5 retrieved tracks for a query word from unseen tag 
subset (‘guitar’) and an arbitrary word (‘lovely’)

Top 10 auto-tagging results for examples of well- known 
songs including unseen tags during training

Zero-shot Learning for Audio-based Music Classification and Tagging, Jeong Choi, Jongpil Lee, Jiyoung Park, Juhan Nam, ISMIR, 2019



Zero-Shot Learning

Top 10 nearest word vectors (out of 1126 tags)

“Acoustically-Informed” Word Embedding

Word Embedding (Glove)

Zero-shot Learning for Audio-based Music Classification and Tagging, Jeong Choi, Jongpil Lee, Jiyoung Park, Juhan Nam, ISMIR, 2019



MuLan

● A large-scale audio-text joint embedding (Similar to CLIP)
○ 44 million music recordings from YouTube

○ Audio encoder: audio spectrogram transformer / Resnet50

○ Text encoder: finetune a pre-trained BERT 

○ Use CLS token for both audio and text embeddings

MuLan: A Joint Embedding of Music Audio and Natural Language, Qingqing Huang et al., ISMIR, 2022

Free form text stringsare filtered using a music text classifier



TTMR++: Extending Joint Text-to-Audio Embedding Learning 

● Fine-tune an open-source LLM (LLaMA 2.0) 
○ Use tags , LLM-powered caption, meta data (artist, track), similar artist 

information

○ Sentence-level text encoder: RoBERTa

Enriching Music Descriptions with A Finetuned-LLM and Metadata for Text-to-Music Retrieval, Seungheon Doh, Minhee Lee, Dasaem Jeong, and Juhan Nam, ICASSP, 2024



More Cross-modal Representation Learning 

● Learning correspondence between two different modalities of inputs
○ Each modality has its own subnetwork

Audio

Text, image, MIDI

similarity metric

𝑔(𝑦)

𝑦𝑥

Audio (mono)

similarity metric

Audio (mix)

Audio (sound)

𝑓(𝑥) 𝑔(𝑦)

𝑦𝑥

Audio (vocal imitation)

𝑓(𝑥)



Audio and Album Cover Image

● Learning joint embedding between audio and image 
○ Audio: constant-Q transform (30s)

○ Image: album cover 

● Audio and vision subnetworks are individually 

trained to classify genres 

○ The vision subnetwork is initialized using 

a pretrained network with the ImageNet dataset 

● The pretrained subnetworks are co-embedded 

using metric learning (triplet loss)

○ Visually or aurally-informed features are 

extracted for multi-label genre classification

Multimodal Deep Learning for Music Genre Classification, Sergio Oramas, Francesco Barbieri, Oriol Nieto, and Xavier Serra, ISMIR, 2018



Audio and Album Cover Image

● Results

Visually-informed audio feature 

improves accuracy

Aurally-informed image feature 

does not help

Combining all together improve 

accuracy further

Multimodal Deep Learning for Music Genre Classification, Sergio Oramas, Francesco Barbieri, Oriol Nieto, and Xavier Serra, ISMIR, 2018



Audio and Sheet Music Image

● Learning joint embedding between audio and sheet music image
○ Audio excerpt: 92bins x 42 frames (log-freq. spectrogram)

○ Sheet music snippet: 180 x 200 pixels

● Data augmentation

○ Audio: synthesized with different samples and 

tempo change

○ Sheet music: scaling, translation

● Use the triplet hinge loss 
○ Cosine similarity

○ Anchor: sheet music embedding

○ Positive: matching audio 

○ Negative: non-matching audio 

Learning Audio-Sheet Music Correspondences for Score Identification and Offline Alignment, Matthias Dorfer, Andreas Arzt, Gerhard Widmer, ISMIR 2017



Audio and Sheet Music Image

● Task 1: sheet music identification from audio queries: voting of retrieved 

results from all audio excerpts within a whole audio recording

● Task 2: offline alignment of a given audio with the sheet music image 

using the distance matrix where each point is computed from the two 

embeddings

Learning Audio-Sheet Music Correspondences for Score Identification and Offline Alignment, Matthias Dorfer, Andreas Arzt, Gerhard Widmer, ISMIR 2017



Audio and MIDI

● Large-scale content-based MIDI–to-Audio retrieval
○ Find matching between 140,910 MIDI files and 994,950 audio files

○ The traditional method (DTW over CQT/chroma) is too slow! 

○ Computing the distance matrix is the bottleneck

● Speed-up by learning “binary vectors” from audio 

and synthesized MIDI

○ The exclusive-or operation (hamming distance) 

between the hash sequences is 400 times faster 

than the inner product between the CQT/Chroma

○ The DTW score with the hamming distance is 

9 times faster

Audio

contrastive loss

Synthesized MIDI

Hash sequence
(16 bit sequence)

Large-Scale Content-Based Matching of MIDI and Audio Files, Colin Raffel, Daniel P. W. Ellis, ISMIR 2015



Mono Audio and Mixed Audio

● Learn a joint embedding space between monophonic vocal and its mix 

with background music 

● Data generation

○ Vocal track: karaoke singing (DAMP)

○ Mixed track: auto-mashup between the vocal 

and background tracks (musdb18)

Learning a Joint Embedding Space of Monophonic and Mixed Music Signals for Singing Voice, Kyungyun Lee and Juhan Nam, ISMIR 2019



Mono Audio and Mixed Audio

● Vocal tracks and their mixed tracks are projected closely: “implicit vocal 

source separation”

Mixed 
tracks 

Vocal tracks 

Before cross-modality metric  learning 
(the model is trained with mixed tracks only)

After cross-modality  metric learning
(the model is jointly trained with mono and mixed tracks)

Vocal tracks Mixed  tracks

Examples from 
the same 

singer

Learning a Joint Embedding Space of Monophonic and Mixed Music Signals for Singing Voice, Kyungyun Lee and Juhan Nam, ISMIR 2019



Cover Song Detection

● Metric learning using the triplet loss 
○ Input is the predominant melody extracted from audio

Cover Detection Using Dominant Melody Embeddings, Guillaume Doras, Geoffroy Peeters, ISMIR, 2019

Anchor

Positive

Negatives

Original song

Cover song

Others



Version Identification 

● Retrieve different performers’ recordings of the same classical piece
○ Use chroma features as input of the shared embedding network

Learning Low-Dimensional Embeddings of Audio Shingles for Cross-Version Retrieval of Classical Music, Frank Zalkow and Meinard Müller, AS, 2020

Anchor Positive Negative
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