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Backgrounds

● The scale of music content has been rapidly growing
○ Streaming services provide a huge collection of music tracks

○ Music consumption has become fast 

○ Long-tail in popularity 

● Diverse versions of the same song

○ Live performance: TV, radio, stage, and other venues 

○ Cover song: by other artists or amateur musicians

○ Remix: DJ music 

● Organizing the music content for listeners through recommendation and 

search is very important in music streaming services 



Music Recommendation

● Based on user data
○ Listening history 

○ Rating (e.g, like, thumb up)

○ Profiles (gender, age) 

○ Time/Location

○ Context



Music Recommendation

● Collaborative Filtering
○ Analyze the pattern of listening history (“human signal”)

○ Applicable to any commercial item (e.g., book, moives, any product )

● Content-based Filtering
○ Analye the pattern of music content (“audio signal”)

○ Applicable only to music items 



Collaborative Filtering

● Recommend music based on mutual user history  
○ Most widely used in recommender systems    

Me: I like songs A, B, C and D.

My friend: I like songs A, B, C and E.

Me: Really? You should check out song D.

My friend: Wow, you also should check out song E. 

The basic idea of collaborative filtering 

Music Recommendation and Discovery (book), Oscar Celma, 2010 



Collaborative Filtering

● Weighted matrix factorization (WMF) is a common approach
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Collaborative Filtering

● General good performance but there are two fundamental limitations
○ Cold-start problem: new items cannot be recommended

○ Popularity bias: recommended songs are biased to the popularity

Biased to an specific artist

Popular artists in their 20’s



Content-based Filtering 

● Finding similar songs to those in a user’s listening history 
○ The similarity is measured by the distance between song features 

○ The song features can be obtained by human annotations (text tags) or 

from audio using machine learning

Music Recommendation and Discovery (book), Oscar Celma, 2010 



Content-based Filtering 

● The learning model is trained to predict text tags from audio 
○ The song features can be text tags, audio feature vectors (audio embedding 

vectors)

Audio Embedding



Content-based Filtering 

● Recommend acoustically similar songs 
○ Not biased to the popularity: good for music discovery 

● Limitations

○ Recommended songs are not necessarily satisfying (e.g.: too minor music) 

○ Need high-quality labels for training the model 
Similar band sound

Calm female vocal



Content-based Collaborative Filtering

● Use “item latent vectors” from collaborative filtering as labels
○ Resolve the cold start problem

○ No labeling cost

Deep content-based music recommendation, Aaron van den Oord, Sander Dieleman, Benjamin Schrauwen, NIPS, 2013 

Blog: https://sander.ai/2014/08/05/spotify-cnns.html

https://sander.ai/2014/08/05/spotify-cnns.html
https://sander.ai/2014/08/05/spotify-cnns.html
https://sander.ai/2014/08/05/spotify-cnns.html


Music Retrieval 

● Various ways of retrieving songs depending the specificity on the query  

Specificity

High
Specificity
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Content-based music informational retrieval, Casey et al., IEEE SPM, 2008 

Text-based Retrieval → Audio-based Retrieval



Music Retrieval 

● Various ways of retrieving songs depending the specificity on the query  
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Audio Fingerprint

● Unique audio patterns of individual music tracks
○ Shazam: use dominant peaks on spectrogram (robust to interfering noises)

○ Search the song identical to the audio query using the patterns

○ Fast search using hash tables

Query Audio

Similarity-based search Hash table

FMP Chapter 7: Content-based Audio Retrieval 



Music Retrieval 

● Various ways of retrieving songs depending the specificity on the query  
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Cover Song Detection

● Matching melodic features between the query and candidates
○ Beat-chroma and harmonic pitch class profile (HPCP)

○ Cross-correlation or dynamic time warping with 12 transpositions   

[D. Ellis, E4896] 



Music Retrieval 

● Various ways of retrieving songs depending the specificity on the query  
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Music Retrieval 

● Various ways of retrieving songs depending the specificity on the query  
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Music Feature Analysis and Tagging Models



Music Retrieval 

● Current trend: embedding learning with a similarity notion using neural 

networks   

𝑓(𝑥𝑖)

𝑥𝑖

𝑓(𝑥𝑗)

𝑥𝑗

similarity metric

𝑓(𝑥𝑘)

𝑥𝑘

Anchor Positive Negative



Music Classification 

● A family of tasks that classify music data into a set of classes

○ Input data

■ Audio: waveform

■ More generally, MIDI or other symbolic music data can be included but we will 

not handle them here  

○ Output class
■ Instrument, genre, mood, or other musical attributes

■ More generally, pitch, chord, beat (on/off) can be included but such sequential 

output will be handled in automatic music transcription. 

Output Class
Classification

Model



Music Classification

● They can be defined as a single-label or multi-label classification task

● Tasks in Music Information Retrieval (MIR) research
○ Genre classification

○ Mood classification

○ Instrument classification

○ Music tagging: all types of music attributes (genre, mood, instrument, ...)

Guitar

Brass

Organ

Piano

Classical

Piano

Guitar

Rock

Classification

Model



Music Classification Model 

● General pipeline 

Feature

Extraction
Decision Model Output Class

Musical Level

- Rhythm: beat, tempo

- Tonal: key, scale, chord, 

- Melody and note patterns

- Instrumentation

- Expressions

- Structure

Acoustic Level

- Loudness

- Pitch 

- Timbre



Machine Learning for Music Classification

● Training phase
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Machine Learning for Music Classification

● Test phase

Feature

Extraction
Classifier

ො𝑦
(𝑥, 𝑦)

Dataset audio label

𝑥

“Metal”

“Jazz”

“Hiphop”

Feature Space

(Test example)

Musical Level

- Rhythm: beat, tempo

- Tonal: key, scale, chord, 

- Melody and note patterns

- Instrumentation

- Expressions

- Structure

Acoustic Level

- Loudness

- Pitch 

- Timbre

Unseen audio 

during training



Traditional Machine Learning Pipeline

● Traditional music classification models

Hand-Crafted

Audio Features

Time-Frequency

Representation
Classifier

Feature

Summary

Feature

Extraction
Classifier Output Class

Output 

Class



Time-Frequency Representation

● Transform the waveforms into time-frequency representations
○ “2D image” that shows harmonic and percussive patterns of sounds well

○ Example: spectrogram, mel-spectrogram, constant-Q transform

Hand-Crafted

Audio Features

Time-Frequency

Representation
Classifier

Feature

Summary

Output 

Class



Hand-Crafted Audio Features

● Extract certain characteristics of audio in a low-dimensional form
○ Mostly frame-level vectors

○ Engineered based on domain knowledge 

○ Examples: Mel-Frequency Cepstral Coefficient (MFCC), Chroma, spectral 

statistics

Hand-Crafted

Audio Features

Time-Frequency

Representation
Classifier

Feature

Summary

Output 

Class



Feature Summary

● Concatenate all audio features and summarize them over time
○ Statistical summary: average, max

○ Unsupervised learning algorithms such as K-means or PCA are often used 

for vector quantization (a-bag-of-words approach) and dimensionality 

reduction

Hand-Crafted

Audio Features

Time-Frequency

Representation
Classifier

Feature

Summary

Output 

Class



Classifiers

● Conduct supervised learning with the feature vectors and labels
○ Off-the-shelf classifiers are usually used  

○ Examples: K-NN, Logistic regression, support vector machine, multi-layer-

perceptron

Hand-Crafted

Audio Features

Time-Frequency

Representation
Classifier

Feature

Summary

Output 

Class



Case Study: Music Genre Classification 

● The GTZAN paper

○ The most representative paper in music genre classification 

○ Used various audio features + KNN/GMM classifiers

○ Most cited paper in MIR research (about 4295 as of Feb-25, 2024)

○ Released the GTZAN dataset (10 genre, 100 songs per genre)

○ The accuracy is not very high (~ 60%)

○ A number of papers improved it to 90% or so

○ Released the software (MARSYAS)

○ However, the dataset was criticized due to repetition, mislabeling and audio 

distortion…
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Musical Genre Classification of Audio Signals
George Tzanetakis, Student Member, IEEE, and Perry Cook, Member, IEEE

Abstract—Musical genres are categorical labels created by hu-
mans to characterize pieces of music. A musical genre is char-
acterized by the common characteristics shared by its members.
These characteristics typically are related to the instrumentation,
rhythmic structure, and harmonic content of the music. Genre hi-
erarchies are commonly used to structure the large collections of
music available on the Web. Currently musical genre annotation

is performed manually. Automatic musical genre classification can
assist or replace the human user in this process and would be a

valuable addition to music information retrieval systems. In ad-
dition, automatic musical genre classification provides a frame-

work for developing and evaluating features for any type of con-
tent-based analysis of musical signals.

In this paper, the automatic classification of audio signals into
an hierarchy of musical genres is explored. More specifically,
three feature sets for representing timbral texture, rhythmic

content and pitch content are proposed. The performance and
relative importance of the proposed features is investigated by
training statistical pattern recognition classifiers using real-world

audio collections. Both whole file and real-time frame-based
classification schemes are described. Using the proposed feature

sets, classification of 61% for ten musical genres is achieved. This
result is comparable to results reported for human musical genre
classification.

Index Terms—Audio classification, beat analysis, feature extrac-
tion, musical genre classification, wavelets.

I. INTRODUCTION

M
USICAL genres are labels created and used by humans

for categorizing and describing the vast universe of

music. Musical genres have no strict definitions and boundaries

as they arise through a complex interaction between the public,

marketing, historical, and cultural factors. This observation

has led some researchers to suggest the definition of a new

genre classification scheme purely for the purposes of music

information retrieval [1]. However even with current musical

genres, it is clear that the members of a particular genre share

certain characteristics typically related to the instrumentation,

rhythmic structure, and pitch content of the music.

Automatically extracting music information is gaining im-

portance as a way to structure and organize the increasingly

large numbers of music files available digitally on the Web. It is

very likely that in the near future all recorded music in human

Manuscript received November 28, 2001; revised April 11, 2002. This work
was supported by the NSF under Grant 9984087, the State of New Jersey Com-
mission on Science and Technology under Grant 01-2042-007-22, Intel, and
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P. Cook is with the Computer Science and Music Departments, Princeton

University, Princeton, NJ 08544 USA (e-mail: prc@cs.princeton.edu).
Publisher Item Identifier 10.1109/TSA.2002.800560.

history will be available on the Web. Automatic music analysis

will be one of the services that music content distribution ven-

dors will use to attract customers. Another indication of the in-

creasing importance of digital music distribution is the legal at-

tention that companies like Napster have recently received.

Genre hierarchies, typically created manually by human ex-

perts, are currently one of the ways used to structure music con-

tent on the Web. Automatic musical genre classification can po-

tentially automate this process and provide an important com-

ponent for a complete music information retrieval system for

audio signals. In addition it provides a framework for devel-

oping and evaluating features for describing musical content.

Such features can be used for similarity retrieval, classification,

segmentation, and audio thumbnailing and form the foundation

of most proposed audio analysis techniques for music.

In this paper, the problem of automatically classifying audio

signals into an hierarchy of musical genres is addressed. More

specifically, three sets of features for representing timbral tex-

ture, rhythmic content and pitch content are proposed. Although

there has been significant work in the development of features

for speech recognition and music–speech discrimination there

has been relatively little work in the development of features

specifically designed for music signals. Although the timbral

texture feature set is based on features used for speech and gen-

eral sound classification, the other two feature sets (rhythmic

and pitch content) are new and specifically designed to rep-

resent aspects of musical content (rhythm and harmony). The

performance and relative importance of the proposed feature

sets is evaluated by training statistical pattern recognition clas-

sifiers using audio collections collected from compact disks,

radio, and the Web. Audio signals can be classified into an hier-

archy of music genres, augmented with speech categories. The

speech categories are useful for radio and television broadcasts.

Both whole-file classification and real-time frame classification

schemes are proposed.

The paper is structured as follows. A review of related work

is provided in Section II. Feature extraction and the three spe-

cific feature sets for describing timbral texture, rhythmic struc-

ture, and pitch content of musical signals are described in Sec-

tion III. Section IV deals with the automatic classification and

evaluation of the proposed features and Section V with conclu-

sions and future directions.

II. RELATED WORK

The basis of any type of automatic audio analysis system is

the extraction of feature vectors. A large number of different

feature sets, mainly originating from the area of speech recog-

nition, have been proposed to represent audio signals. Typically

1063-6676/02$17.00 © 2002 IEEE



Case Study: Audio Features

● Timbral texture features: summarized in 1 sec of window
○ Spectral centroid, spectral roll-off, spectral flux

○ Zero-crossing rate, Low-energy features

○ MFCC

● Pitch / Tonal features

○ Based on a multi-pitch estimation method using summary enhanced auto-

correlation function (SACF). 

○ Three dominant peaks in the SACF that correspond to pitch values are 

accumulated as a histogram (pitch histogram)  

● Rhythmic features
○ Beat histogram



Case Study: Results

● 10-fold cross validation
○ 90% for training and 10% for testing
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Fig. 4. Audio classification hierarchy.

TABLE I
CLASSIFICATION ACCURACY MEAN AND STANDARD DEVIATION

of a nonparametric classifier where each sample is labeled ac-

cording to the majority of its nearest neighbors. That way, no

functional form for the pdf is assumed and it is approximated

locally using the training set. More information about statistical

pattern recognition can be found in [29].

B. Datasets

Fig. 4 shows the hierachy of musical genres used for evalu-

ation augmented by a few (three) speech-related categories. In

addition, a music/speech classifier similar to [4] has been im-

plemented. For each of the 20 musical genres and three speech

genres, 100 representative excerpts were used for training. Each

excerpt was 30 s long resulting in (23 * 100 * 30 s 19 h)

of training audio data. To ensure variety of different recording

qualities the excerpts were taken from radio, compact disks, and

MP3 compressed audio files. The files were stored as 22 050Hz,

16-bit, mono audio files. An effort was made to ensure that

the training sets are representative of the corresponding musical

genres. The Genres dataset has the following classes: classical,

country, disco, hiphop, jazz, rock, blues, reggae, pop, metal.

The classical dataset has the following classes: choir, orchestra,

piano, string quartet. The jazz dataset has the following classes:

bigband, cool, fusion, piano, quartet, swing.

C. Results

Table I shows the classification accuracy percentage results of

different classifiers and musical genre datasets. With the excep-

tion of the RT GS row, these results have been computed using a

single-vector to represent the whole audio file. The vector con-

sists of the timbral texture features [9 (FFT) 10 (MFCC)

19 dimensions], the rhythmic content features (6 dimensions),

Fig. 5. Classification accuracy percentages (RND random, RT real time,
WF whole file).

and the pitch content features (five dimensions) resulting in a

30-dimensional feature vector. In order to compute a single tim-

bral-texture vector for the whole file the mean feature vector

over the whole file is used.

The row RT GS shows classification accuracy percentage re-

sults for real-time classification per frame using only the tim-

bral texture feature set (19 dimensions). In this case, each file

is represented by a time series of feature vectors, one for each

analysis window. Frames from the same audio file are never split

between training and testing data in order to avoid false higher

accuracy due to the similarity of feature vectors from the same

file. A comparison of random classification, real-time features,

and whole-file features is shown in Fig. 5. The data for creating

this bar graph corresponds to the random, RT GS, and GMM(3)

rows of Table I.

The classification results are calculated using a ten-fold cross-

validation evaluation where the dataset to be evaluated is ran-

domly partitioned so that 10% is used for testing and 90% is

used for training. The process is iterated with different random

partitions and the results are averaged (for Table I, 100 iterations

were performed). This ensures that the calculated accuracy will

not be biased because of a particular partitioning of training and

testing. If the datasets are representative of the corresponding

musical genres then these results are also indicative of the clas-

sification performance with real-world unknown signals. The

part shows the standard deviation of classification accuracy for

the iterations. The row labeled random corresponds to the clas-

sification accuracy of a chance guess.

The additional music/speech classification has 86% (random

would be 50%) accuracy and the speech classification (male,

female, sports announcing) has 74% (random 33%). Sports

announcing refers to any type of speech over a very noisy

background. The STFT-based feature set is used for the

music/speech classification and the MFCC-based feature set is

used for the speech classification.

1) Confusion Matrices: Table II shows more detailed infor-

mation about the musical genre classifier performance in the

form of a confusion matrix. In a confusion matrix, the columns

correspond to the actual genre and the rows to the predicted

genre. For example, the cell of row 5, column 1 with value 26

means that 26% of the classical music (column 1) was wrongly
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TABLE II
GENRE CONFUSION MATRIX

TABLE III
JAZZ CONFUSION MATRIX

TABLE IV
CLASSICAL CONFUSION MATRIX

classified as jazz music (row 2). The percentages of correct clas-

sification lie in the diagonal of the confusion matrix. The confu-

sion matrix shows that the misclassifications of the system are

similar to what a human would do. For example, classicalmusic

is misclassified as jazzmusic for pieces with strong rhythm from

composers like Leonard Bernstein and George Gershwin. Rock

music has the worst classification accuracy and is easily con-

fused with other genres which is expected because of its broad

nature.

Tables III and IV show the confusion matrices for the classical

and jazz genre datasets. In the classical genre dataset, orchestral

music is mostly misclassified as string quartet. As can be seen

from the confusion matrix (Table III), jazz genres are mostly

misclassified as fusion. This is due to the fact that fusion is a

broad category that exhibits large variability of feature values.

jazz quartet seems to be a particularly difficult genre to correctly

classify using the proposed features (it is mostly misclassified

as cool and fusion).

2) Importance of Texture Window Size: Fig. 6 shows how

changing the size of the texture window affects the classification

performance. It can be seen that the use of a texture window

increases significantly the classification accuracy. The value of

zero analysis windows corresponds to using directly the features

computed from the analysis window. After approximately 40

analysis windows (1 s) subsequent increases in texture window

size do not improve classification as they do not provide any

additional statistical information. Based on this plot, the value of

Fig. 6. Effect of texture window size to classification accuracy.

TABLE V
INDIVIDUAL FEATURE SET IMPORTANCE

40 analysis windows was chosen as the texture window size. The

timbral-texture feature set (STFT and MFCC) for the whole file

and a single Gaussian classifier (GS) were used for the creation

of Fig. 6.

3) Importance of Individual Feature Sets: Table V shows

the individual importance of the proposed feature sets for the

task of automatic musical genre classification. As can be seen,

the nontimbral texture features pitch histogram features (PHF)

and beat histogram features (BHF) perform worse than the tim-

bral-texture features (STFT, MFCC) in all cases. However, in

all cases, the proposed feature sets perform better than random

classification therefore provide some information about musical

genre and therefore musical content in general. The last row of

Table V corresponds to the full combined feature set and the

first row corresponds to random classification. The number in

parentheses beside each feature set denotes the number of in-

dividual features for that particular feature set. The results of

Table V were calculated using a single Gaussian classifier (GS)

using the whole-file approach.

The classification accuracy of the combined feature set, in

some cases, is not significantly increased compared to the in-

dividual feature set classification accuracies. This fact does not

necessarily imply that the features are correlated or do not con-

tain useful information because it can be the case that a specific

file is correctly classified by two different feature sets that con-

tain different and uncorrelated feature information. In addition,

although certain individual features are correlated, the addition

of each specific feature improves classification accuracy. The

rhythmic and pitch content feature sets seem to play a less im-

portant role in the classical and jazz dataset classification com-

pared to the Genre dataset. This is an indication that it is possible
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TABLE I
CLASSIFICATION ACCURACY MEAN AND STANDARD DEVIATION

of a nonparametric classifier where each sample is labeled ac-

cording to the majority of its nearest neighbors. That way, no

functional form for the pdf is assumed and it is approximated

locally using the training set. More information about statistical

pattern recognition can be found in [29].

B. Datasets

Fig. 4 shows the hierachy of musical genres used for evalu-

ation augmented by a few (three) speech-related categories. In

addition, a music/speech classifier similar to [4] has been im-

plemented. For each of the 20 musical genres and three speech

genres, 100 representative excerpts were used for training. Each

excerpt was 30 s long resulting in (23 * 100 * 30 s 19 h)

of training audio data. To ensure variety of different recording

qualities the excerpts were taken from radio, compact disks, and

MP3 compressed audio files. The files were stored as 22 050Hz,

16-bit, mono audio files. An effort was made to ensure that

the training sets are representative of the corresponding musical

genres. The Genres dataset has the following classes: classical,

country, disco, hiphop, jazz, rock, blues, reggae, pop, metal.

The classical dataset has the following classes: choir, orchestra,

piano, string quartet. The jazz dataset has the following classes:

bigband, cool, fusion, piano, quartet, swing.

C. Results

Table I shows the classification accuracy percentage results of

different classifiers and musical genre datasets. With the excep-

tion of the RT GS row, these results have been computed using a

single-vector to represent the whole audio file. The vector con-

sists of the timbral texture features [9 (FFT) 10 (MFCC)

19 dimensions], the rhythmic content features (6 dimensions),

Fig. 5. Classification accuracy percentages (RND random, RT real time,
WF whole file).

and the pitch content features (five dimensions) resulting in a

30-dimensional feature vector. In order to compute a single tim-

bral-texture vector for the whole file the mean feature vector

over the whole file is used.

The row RT GS shows classification accuracy percentage re-

sults for real-time classification per frame using only the tim-

bral texture feature set (19 dimensions). In this case, each file

is represented by a time series of feature vectors, one for each

analysis window. Frames from the same audio file are never split

between training and testing data in order to avoid false higher

accuracy due to the similarity of feature vectors from the same

file. A comparison of random classification, real-time features,

and whole-file features is shown in Fig. 5. The data for creating

this bar graph corresponds to the random, RT GS, and GMM(3)

rows of Table I.

The classification results are calculated using a ten-fold cross-

validation evaluation where the dataset to be evaluated is ran-

domly partitioned so that 10% is used for testing and 90% is

used for training. The process is iterated with different random

partitions and the results are averaged (for Table I, 100 iterations

were performed). This ensures that the calculated accuracy will

not be biased because of a particular partitioning of training and

testing. If the datasets are representative of the corresponding

musical genres then these results are also indicative of the clas-

sification performance with real-world unknown signals. The

part shows the standard deviation of classification accuracy for

the iterations. The row labeled random corresponds to the clas-

sification accuracy of a chance guess.

The additional music/speech classification has 86% (random

would be 50%) accuracy and the speech classification (male,

female, sports announcing) has 74% (random 33%). Sports

announcing refers to any type of speech over a very noisy

background. The STFT-based feature set is used for the

music/speech classification and the MFCC-based feature set is

used for the speech classification.

1) Confusion Matrices: Table II shows more detailed infor-

mation about the musical genre classifier performance in the

form of a confusion matrix. In a confusion matrix, the columns

correspond to the actual genre and the rows to the predicted

genre. For example, the cell of row 5, column 1 with value 26

means that 26% of the classical music (column 1) was wrongly



Case Study: Results

● Importance of texture window size and individual features
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TABLE II
GENRE CONFUSION MATRIX

TABLE III
JAZZ CONFUSION MATRIX

TABLE IV
CLASSICAL CONFUSION MATRIX

classified as jazz music (row 2). The percentages of correct clas-

sification lie in the diagonal of the confusion matrix. The confu-

sion matrix shows that the misclassifications of the system are

similar to what a human would do. For example, classical music

is misclassified as jazzmusic for pieces with strong rhythm from

composers like Leonard Bernstein and George Gershwin. Rock

music has the worst classification accuracy and is easily con-

fused with other genres which is expected because of its broad

nature.

Tables III and IV show the confusion matrices for the classical

and jazz genre datasets. In the classical genre dataset, orchestral

music is mostly misclassified as string quartet. As can be seen

from the confusion matrix (Table III), jazz genres are mostly

misclassified as fusion. This is due to the fact that fusion is a

broad category that exhibits large variability of feature values.

jazz quartet seems to be a particularly difficult genre to correctly

classify using the proposed features (it is mostly misclassified

as cool and fusion).

2) Importance of Texture Window Size: Fig. 6 shows how

changing the size of the texture window affects the classification

performance. It can be seen that the use of a texture window

increases significantly the classification accuracy. The value of

zero analysis windows corresponds to using directly the features

computed from the analysis window. After approximately 40

analysis windows (1 s) subsequent increases in texture window

size do not improve classification as they do not provide any

additional statistical information. Based on this plot, the value of

Fig. 6. Effect of texture window size to classification accuracy.

TABLE V
INDIVIDUAL FEATURE SET IMPORTANCE

40 analysis windows was chosen as the texture window size. The

timbral-texture feature set (STFT and MFCC) for the whole file

and a single Gaussian classifier (GS) were used for the creation

of Fig. 6.

3) Importance of Individual Feature Sets: Table V shows

the individual importance of the proposed feature sets for the

task of automatic musical genre classification. As can be seen,

the nontimbral texture features pitch histogram features (PHF)

and beat histogram features (BHF) perform worse than the tim-

bral-texture features (STFT, MFCC) in all cases. However, in

all cases, the proposed feature sets perform better than random

classification therefore provide some information about musical

genre and therefore musical content in general. The last row of

Table V corresponds to the full combined feature set and the

first row corresponds to random classification. The number in

parentheses beside each feature set denotes the number of in-

dividual features for that particular feature set. The results of

Table V were calculated using a single Gaussian classifier (GS)

using the whole-file approach.

The classification accuracy of the combined feature set, in

some cases, is not significantly increased compared to the in-

dividual feature set classification accuracies. This fact does not

necessarily imply that the features are correlated or do not con-

tain useful information because it can be the case that a specific

file is correctly classified by two different feature sets that con-

tain different and uncorrelated feature information. In addition,

although certain individual features are correlated, the addition

of each specific feature improves classification accuracy. The

rhythmic and pitch content feature sets seem to play a less im-

portant role in the classical and jazz dataset classification com-

pared to the Genre dataset. This is an indication that it is possible
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all cases, the proposed feature sets perform better than random

classification therefore provide some information about musical
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parentheses beside each feature set denotes the number of in-
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(1 second ≈ 40 frames) 



Traditional Machine Learning

● Advantages 
○ A small dataset is fine 

○ The classifiers are fast to train 

○ The hand-engineered features are interpretable

● Disadvantages

○ Requires domain knowledge

○ The feature design is an art

○ The two-stage approach is sub-optimal

● Good as a baseline method



○ Frame-level features are engineered based on domain knowledge and mainly 

capture short-term characteristics 

○ Each step of the pipeline is locally tuned 

○ “MFCC + K-means (VQ) + Codebook histogram” is still used as a baseline 

Traditional Music Classification

Classifier
Frame-level

Features

Temporal

Summary
Unsupervised 

Learning



○ From feature engineering to feature learning

○ Learning audio features directly to the time-frequency representation

○ Unsupervised learning: shallow and sparse

○ Supervised learning: deep and dense

Early Deep Learning (2006 – 2012) 

Classifier
Temporal

Summary
Feature Learning



● Unsupervised learning: shallow and sparse feature learning 
○ Learn a sparse feature representation ℎ from the input 𝑥

○ The sparsity constraint on the encoded vector (ℎ) encourages the 

meaningful pattern finding → the input is explained by a few elements

○ The training (learning 𝑊) was often called “dictionary learning”

○ Examples of algorithms

■ K-means (ℎ is one-hot vectors and 𝑊 is cluster centers)

■ Sparse coding, sparse restricted Boltzmann machine (RBM), sparse auto-encoder  

Early Deep Learning (2006 – 2012) 

Encoding (𝑊)
𝑥(1) 𝑥(2) ⋯ ℎ(1) ℎ(2) ⋯

Decoding (𝑊′)

𝑥′(1) 𝑥′(2) ⋯

Sparse codeInput Reconstructed Input



● Constant-Q transform (single frame) + Sparse Coding 

Early Deep Learning (2006 – 2012) 

Unsupervised learning of sparse features for scalable audio classification, Mikael Henaff, Kevin Jarrett, Koray Kavukcuoglu and Yann LeCun, ISMIR, 2011 



● Mel-spectrogram (multi frames) + Sparse Coding/K-means/Sparse RBM 

Early Deep Learning (2006 – 2012) 

Learning Sparse Feature Representations for Music Annotation and Retrieval, Juhan Nam, Jorge Herrera, Malcolm Slaney, and Julius O. Smith, ISMIR, 2012 



Early Deep Learning (2006 – 2012) 

● Supervised learning: deep and dense feature learning 
○ Use a deep stacks of fully-connected layers (e.g.10 layers). 

■ This “deep” neural network (DNN) was not trained well with random initialization 

○ Instead, initialize the weights matrices using deep belief network (DBN) 

■ Greedy layer-wise learning with a stack of RBMs 

■ Then, supervised learning (fine-tuning the DNN) with labels

● The breakthrough in automatic speech recognition
○ The previous state-of-the-art model was based 

on GMM-HMM

○ The GMM module was replaced with the DNN-DBN

Context-Dependent Pre-trained Deep Neural Networks for Large Vocabulary Speech Recognition, George Dahl, Dong Yu, Li Deng, Alex Acero, IEEE TASLP, 2012 

DAHL et al.: CONTEXT-DEPENDENT PRE-TRAINED DEEP NEURAL NETWORKS FOR LVSR 35

Fig. 1. Diagram of our hybrid architecture employing a deep neural network.
The HMM models the sequential property of the speech signal, and the DNN
models the scaled observation likelihood of all the senones (tied tri-phone
states). The same DNN is replicated over different points in time.

A. Architecture of CD-DNN-HMMs

Fig. 1 illustrates the architecture of our proposed CD-DNN-

HMMs. The foundation of the hybrid approach is the use of a

forced alignment to obtain a frame level labeling for training the

ANN. The key difference between the CD-DNN-HMM archi-

tecture and earlier ANN-HMM hybrid architectures (and con-

text-independent DNN-HMMs) is that we model senones as the

DNN output units directly. The idea of using senones as the

modeling unit has been proposed in [22] where the posterior

probabilities of senones were estimated using deep-structured

conditional random fields (CRFs) and only one audio frame

was used as the input of the posterior probability estimator.

This change offers two primary advantages. First, we can im-

plement a CD-DNN-HMM system with only minimalmodifica-

tions to an existing CD-GMM-HMM system, as we will show

in Section II-B. Second, any improvements in modeling units

that are incorporated into the CD-GMM-HMM baseline system,

such as cross-word triphone models, will be accessible to the

DNN through the use of the shared training labels.

If DNNs can be trained to better predict senones, then

CD-DNN-HMMs can achieve better recognition accu-

racy than tri-phone GMM-HMMs. More precisely, in our

CD-DNN-HMMs, the decoded word sequence is determined

as

(13)

where is the language model (LM) probability, and

(14)

(15)

is the acoustic model (AM) probability. Note that the observa-

tion probability is

(16)

where is the state (senone) posterior probability esti-

mated from the DNN, is the prior probability of each state

(senone) estimated from the training set, and is indepen-

dent of the word sequence and thus can be ignored. Although

dividing by the prior probability (called scaled likelihood

estimation by [38], [40], [41]) may not give improved recog-

nition accuracy under some conditions, we have found it to be

very important in alleviating the label bias problem, especially

when the training utterances contain long silence segments.

B. Training Procedure of CD-DNN-HMMs

CD-DNN-HMMs can be trained using the embedded Viterbi

algorithm. The main steps involved are summarized in Algo-

rithm 1, which takes advantage of the triphone tying structures

and the HMMs of the CD-GMM-HMM system. Note that the

logical triphone HMMs that are effectively equivalent are clus-

tered and represented by a physical triphone (i.e., several log-

ical triphones are mapped to the same physical triphone). Each

physical triphone has several (typically 3) states which are tied

and represented by senones. Each senone is given a

as the label to fine-tune the DNN. The mapping maps

each physical triphone state to the corresponding .

Algorithmic 1 Main Steps to Train CD-DNN-HMMs

1) Train a best tied-state CD-GMM-HMM system where

state tying is determined based on the data-driven

decision tree. Denote the CD-GMM-HMM gmm-hmm.

2) Parse gmm-hmm and give each senone name an

ordered starting from 0. The will

be served as the training label for DNN fine-tuning.

3) Parse gmm-hmm and generate a mapping from

each physical tri-phone state (e.g., b-ah t.s2) to

the corresponding . Denote this mapping

.

4) Convert gmm-hmm to the corresponding

CD-DNN-HMM – by borrowing the

tri-phone and senone structure as well as the transition

probabilities from – .

5) Pre-train each layer in the DNN bottom-up layer by

layer and call the result ptdnn.

6) Use – to generate a state-level alignment on

the training set. Denote the alignment – .

7) Convert – to where each physical

tri-phone state is converted to .

8) Use the associated with each frame in

to fine-tune the DBN using back-propagation or other

approaches, starting from . Denote the DBN

.

9) Estimate the prior probability , where

is the number of frames associated with senone

in and is the total number of frames.

10) Re-estimate the transition probabilities using and

– to maximize the likelihood of observing

the features. Denote the new CD-DNN-HMM

– .

11) Exit if no recognition accuracy improvement is

observed in the development set; Otherwise use

A Fast Learning Algorithm for Deep Belief Nets, Geoffrey E Hinton, Simon Osindero, Yee-Whye Teh, Neural Computing, 2006 



Early Deep Learning (2006 – 2012) 

● Spectrogram (single frame)+ Deep Belief Network + Finetuning 

Learning Features from Music Audio with Deep Belief Networks, Philippe Hamel and Douglas Eck, ISMIR, 2010 



○ End-to-end feature learning from the input data: error back-propagation 

○ Regard the time-frequency representation as a “2D image” and apply image 

classification models to it   

○ Supervised learning using labeled data

Convolutional Neural Network (2012 - ) 

Classifier
Temporal

Summary

Convolutional Neural 

Network 



CNN for Music Classification

● Front-end: extract local audio features using CNN

● Back-end: summarize the local audio features over time

Front-End

(Feature Extractor, Encoder)

Back-end

(Temporal Summary)

CNN

Global Average Pooling

RNN, MLP, Transformer



CNN for Music Classification

● Ground truth (or label) representation 
○ Single-label classification: one-hot ([0, 0, 1, 0, … , 0])

○ Multi-label classification: multi-hot ([1, 0, 1, 1, … , 0])

● The output layer 
○ Single-label classification: softmax

○ Multi-label classification: sigmoid
■ The loss function is defined as the cross-entropy between the sigmoid output 

(
1

1+𝑒−𝑥
) and the multi-hot vector (e.g. [1, 0, 1, 1, … , 0])

𝑙𝑜𝑠𝑠 = −෍

𝑥

𝑝 𝑥 log𝑞(𝑥)



Data Augmentation

● A technique to increase the volume and variance of input data based on 

domain knowledge
○ Digital audio effects: pitch shifting, time-stretching, filters/EQ, delay, reverb

○ Adding noises: white/pink noise, babble/café noise 

○ Random mask: SpecAugment

● Librosa, pysox, and torchaudio are commonly used 

● Check if the output label is affected by the audio effects 

○ You can also change the label according to the way of augmenting data



Convolutional Neural Network

● The locality and translation invariance works in the audio domain
○ Both 1D and 2D translation are possible  

○ 2D translation is only on the log-frequency scale which makes harmonic 

patterns approximately shifted-invariant 



CNN for Music Classification: 1D CNN

● 1D convolution blocks 
○ The filter size of the first conv layer covers the entire frequency range

○ The 1D feature maps significantly reduce the number of parameters 

compared to the 2D feature map

○ Fast to train

○ Work well for small datasets

○ Not invariant to pitch shifting: 

key transpose changes the feature maps 

Deep Learning for Audio-Based Music Classification and Tagging, Juhan Nam, Keunwoo Choi, Jongpil Lee, Szu-Yu Chou, and Yi-Hsuan Yang, IEEE SPM, 2018



CNN for Music Classification: 1D CNN

● Front-end: 1D CNN
○ Mel-spectrogram input filter with 128 (mel bin) x 4 (frames)

○ Feature maps (256 → 256 → 256 → 512), max-pooling in time (4 → 2 → 2)

● Back-end: global pooling (temporal summary) with mean, max, and L2

Deep content-based music recommendation, Aaron van den Oord, Sander Dieleman, Benjamin Schrauwen, NIPS, 2013 

http://benanne.github.io/2014/08/05/spotify-cnns.html

http://benanne.github.io/2014/08/05/spotify-cnns.html
http://benanne.github.io/2014/08/05/spotify-cnns.html
http://benanne.github.io/2014/08/05/spotify-cnns.html


● 2D convolution blocks
○ Similar to CNN architectures for image classification: set the filter to be a 

time-frequency patch (e.g. 3x3) and it slides over both time and frequency 

○ Relatively invariant to pitch shifting assuming that the input is a log-scaled 

spectrogram 

○ 2D feature maps significantly increases 

the number of parameters and thus need 

more computational resources 

○ But, it is more flexible and powerful 

○ More commonly used than 1D CNN

CNN Architectures: 2D CNN

Deep Learning for Audio-Based Music Classification and Tagging, Juhan Nam, Keunwoo Choi, Jongpil Lee, Szu-Yu Chou, and Yi-Hsuan Yang, IEEE SPM, 2018



CNN for Music Classification: 2D CNN

● Fully Convolutional Network (FCN)
○ 96-bin mel-spectrogram with 30 second

○ 3x3 filters and large max-pooling sizes in time 

to reduce the temporal dimensionality instead of 

using temporal summary in the back-end

● Short-Chunk CNN

○ 128-bin mel-spectrogram with 3.69 second (short audio chunk)

○ 3x3 filters and 2x2 max-pooling

○ Summarize the features using global max pooling

quency band. In this case, the global harmonic relation-

ship is considered at the end of the convolution layers and

fully-connected layers follow to capture it. In contrast,

2D convolution can learn both temporal and spectral struc-

turesand hasalready been used in music transcription [22],

onset detection [21], boundary detection [26] and chord

recognition [10].

2.2.3 Pooling - sizes and axes

Pooling reduces the size of feature map with an operation,

usually amax function. It hasbeen adopted by themajority

of works that are relying on CNN structures. Essentially,

pooling employs subsampling to reduce the size of feature

map while preserving the information of an activation in

the region, rather than information about the whole input

signal.

Thisnon-linear behaviour of subsampling also provides

distortion and translation invariancesby discarding theorig-

inal location of the selected values. As a result, pool-

ing size determines the tolerance of the location variance

within each layer and presents a trade-off between two as-

pects that affect network performance. If the pooling size

is too small, the network does not have enough distortion

invariance, if it is too large, the location of features may be

missed when they are needed. In general, the pooling axes

match the convolution axes, although it is not necessarily

the case. What is more important to consider is the axis in

which we need invariance. For example, time-axis pool-

ing can be helpful for chord recognition, but it would hurt

time-resolution in boundary detection methods.

3. PROBLEM DEFINITION

Automatic tagging is a multi-label classification task, i.e.,

a clip can be tagged with multiple tags. It is different from

other audio classification problems such as genre classifi-

cation, which are often formalised as a single-label clas-

sification problem. Given the same number of labels, the

output spaceof multi-label classification can exponentially

increase compared to single-label classification. Accord-

ingly, multi-label classification tasks require more data, a

model with larger capacity and efficient optimisation meth-

ods to solve. If there are K exclusive labels, the classifier

only needs to be able to predict one among K different

vectors, which are one-hot vectors. With multiple labels

however, the number of cases increases up to 2K .

In crowd-sourced music tag datasets [2,13], most of the

tags are false(0) for most of the clips, which makes ac-

curacy or mean square error inappropriate as a measure.

Therefore weuse the Area Under an ROC (Receiver Oper-

ating Characteristic) Curveabbreviated asAUC. Thismea-

surehastwo advantages. It isrobust to unbalanced datasets

and it provides a simple statistical summary of the perfor-

mance in a single value. It is worth noting that a random

guess is expected to score an AUC of 0.5 while a perfect

classification 1.0, i.e., the effective range of AUC spans

between [0.5, 1.0].

FCN-4

Mel-spectrogram (input: 96⇥1366⇥1)

Conv 3⇥3⇥128

MP (2, 4) (output: 48⇥341⇥128)

Conv 3⇥3⇥384

MP (4, 5) (output: 24⇥85⇥384)

Conv 3⇥3⇥768

MP (3, 8) (output: 12⇥21⇥768)

Conv 3⇥3⇥2048

MP (4, 8) (output: 1⇥1⇥2048)

Output 50⇥1 (sigmoid)

Table 1. The configuration of FCN-4

4. PROPOSED ARCHITECTURE

Table 1 and Figure 1 show one of the proposed architec-

tures, a4-layer FCN (FCN-4) which consists of 4 convolu-

tional layersand 4 max-pooling layers. Thisnetwork takes

a log-amplitude mel-spectrogram sized 96⇥1366 as input

and predicts a 50 dimensional tag vector. The input shape

follows the size of the mel-spectrograms as explained in

Section 5.1.

The architecture is extended to deeper ones with 5, 6

and 7 layers (FCN-{ 5, 6, 7} ). The number of feature maps

and subsampling sizes are summarised in Table 2. The

number of feature maps of FCN-5 are adjusted based on

FCN-4, making thehierarchy of thelearned featuresdeeper.

FCN-6 and FCN-7 however have additional 1⇥1 convolu-

tional layers(s) on the top of FCN-5. Here, the motivation

of 1⇥1 is to take advantage of increased nonlinearity [16]

in the final layer, assuming that the five layers of FCN-5

are sufficient to learn hierarchical features. An architec-

ture with 3 layers (FCN-3) is also tested as a baseline with

a pooling strategy of [(3,5),(4,16),(8,17)] and [256, 768,

2048] feature maps. The number of feature maps are ad-

justed based on FCN-4 while the pooling sizes are set to

increase in each layer so that low-level features can have

sufficient resolutions.

Figure 1. A block diagram of the proposed 4-layer archi-

tecture, FCN-4. The numbers indicate the number of fea-

ture maps (i.e. channels) in each layer. The subsampling

layers decrease the size of feature maps to 1⇥1 while the

convolutional layers increase the depth to 2048.

Automatic Tagging using Deep Convolutional Neural Networks, Keunwoo Choi, George Fazekas, Mark Sandler, 2016

Evaluation of CNN-based Automatic Music Tagging Models, Minz Won, Andres Ferraro, Dmitry Bogdanov, Xavier Serra, SMC, 2020



CNN for Music Classification: 2D CNN

● Explore musically-motivated architectures using different “time-

frequency” shapes of conv filters in the first layer (“MusiCNN”) 
○ Time architecture: learn rhythm and tempo patterns (1 × 𝑛)

○ Frequency architecture: learn pitch and timbre patterns (𝑚 × 1)

○ Time-Frequency architecture: combine the two  

○ Performance: TF > T > F on the ballroom music dataset  

○ Can be extended to to multiple parallel branches (e.g. 1 × 9, 3 × 3, 9 × 1) 

Experimenting with musically motivated convolutional neural networks, Jordi Pons, Thomas Lidy, Xavier Serra, CBMI, 2016

Time

architecture

Frequency

architecture Time-Frequency

architecture



● How about learning the time-frequency representation (or filter banks) 

directly from raw waveforms?

○ No need to tuning STFT and mel parameters

○ No need to store the preprocessed mel-spectrogram on disk space

CNN-based Model for Music Classification

“Ballad”

“Rock”

“Jazz”

“Hiphop”

“Light-hearted”

“Calm”

“Exciting”

“Piano”

“Vocal”



Learning Filter banks in the Frame Level

● 1D CNN takes raw waveforms directly as input
○ The filter size in the first conv layer is set to 

“frame-level” (256, 512, 1024 samples)

● They learn “log-like” filter banks
○ The peak frequency exponentially increases

● However, failed to outperform mel-specrorgram

End-to-end learning for Music Audio, Sander Dieleman, Benjamin Schrauwen, ICASSP, 2014 



● Use 1D convolution blocks with very small size of filters 
○ The filter size is 3 x 1 throughout the entire layers: “1D VGGNet”

○ The first conv layer has a stride of 3 and the rest have max pooling of 3

○ As the filter size becomes smaller, the model gets deeper, achieving better 

performance increases

Learning Filter banks in the Sample Level (SampleCNN)

Sample-level Deep Convolutional Neural Networks for Music Auto-Tagging Using Raw Waveforms Jongpil Lee, Jiyoung Park, Keunhyoung Luke Kim, Juhan Nam, SMC, 2017



Learning Filter banks: SampleCNN

● The learned filters have a trend of log scale
○ When the audio input is speech, the trend is more similar to the mel scale JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015 9
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Fig. 7. The spectrum of learned filter estimates for the three datasets in SampleCNN. They are sorted by the frequency at which the magnitude is maximum.
The x-axis represents the index of the filters and the y-axis represents the frequency (ranging from 0 to 11,025Hz for all figures). The visualizations were
obtained using a gradient ascent method that finds the input waveform that maximizes the activation of a filter at each layer. Mel-scale curves are also drawn
in red line to compare them with the frequency selectivity curve of learned filters.

VII . EXCITATION ANALYSIS

We showed that the extended SampleCNN architectures

generally improve performance in the audio classification

tasks. There have been studies that reveal why the skip con-

nections in the ResNets work well. He et al. analyzed the skip

connections theoretically and showed that they create clean

paths for gradients, which lead to the ease of optimization [46].

Li et al. explained the effect with visualizations of neural

loss functions [58]. Veit et al. observed that CNNs with the

skip connections exhibit ensemble-like behaviors [59]. How-

ever, the behaviors and effects of the SENets have been yet

much studied despite of the effectiveness. In this section, we

comprehensively analyze the SENets focusing on the relations

among audio loudness, channel magnitude and excitation in

the context of audio classification tasks. Since we found that

analysis results of both SE and ReSE-n blocks are similar, we

describe our analysis only for SE blocks.

A. Standard Deviation of Excitations Over Layers

The SE block models channel-wise relationships to improve

the representational power of the network. In classification

tasks, this is supposed to help discriminating the target labels

better and we actually observed the improvement in the

previous section. Hu et al. showed that the excitations tend to

be increasingly class-specific with increasing depth in image

classification [4]. That is, the excitations become more uneven

for upper layers. We verified this by calculating standard

Fig. 8. Standard deviations of excitations across all classes along each layer.

deviations of excitations across all classes at each level of

block. Fig. 8 shows the results for the three audio classification

tasks. In general, they have increasing trends reading the

highest standard deviations near the top level, although the

steepness is different for the three datasets. However, in music

data, the excitation level in the first block is exceptionally

high. We presume that different genres of music have different

levels of loudness and the SE block helps discriminating them

by detecting the loudness. In the following subsections, we

investigate the behaviours of the SE block in the first block

more.

Comparison and Analysis of SampleCNN Architectures for Audio Classification Taejun Kim, Jongpil Lee, Juhan Nam, IEEE JSTSP, 2019



Learning Filter banks: HarmonicCNN

● Partially learnable filter bank 
○ Use spectrogram and learn the shape of triangular in mel filter banks

○ Learn a set of harmonically scaled filter banks

○ Achieved better performance than SampleCNN

Data-driven Harmonic Filters for Audio Representation Learning Minz Won, Sanghyuk Chun, Oriol Nieto, Xavier Serra, ICASSP, 2020

𝑎 and 𝛽 determine the width of the triangle



Summary by RNN

● Use RNN for temporal summary in the back-end
○ Compared to various CNN models (1D CNN, 2D CNN)

○ The CRNN model slightly outperforms the CNN models but it is slower

Convolutional Recurrent Neural Networks for Music Classification, Keunwoo Choi, George Fazekas, Mark Sandler, Kyunghyun Cho, ICASSP, 2017



Summary by Transformer

● The back-end part is summarized with a transformer module
○ Learning the long-term dependency with the self attentions layers

○ The special token embedding (CLS token) is used for classification 

Semi-supervised music tagging transformer, Minz Won, Keunwoo Choi, and Xavier Serra, ISMIR, 2021 



Dataset: Genre Classification

● GTZAN: http://marsyas.info/downloads/datasets.html

Blues

Jazz

Country/Western

Baroque

Classical

Romantic

Electronica

Hip-Hop

Rock

HardRock/Metal

US Pop Genre 

Classification

Axe

Bachata

Bolero

Forro

Gaucha

Merengue

Pagode

Salsa

Sertaneja

Tango

Latin Genre 

Classification

Ballad

Dance

Folk

Hip-hop

R&B

Rock

Trot

K-pop

Classification

https://www.music-ir.org/mirex/wiki/2020:Audio_Classification_(Train/Test)_Tasks

http://marsyas.info/downloads/datasets.html
https://www.music-ir.org/mirex/wiki/2020:Audio_Classification_(Train/Test)_Tasks
https://www.music-ir.org/mirex/wiki/2020:Audio_Classification_(Train/Test)_Tasks
https://www.music-ir.org/mirex/wiki/2020:Audio_Classification_(Train/Test)_Tasks


Dataset: Musical Instrument Recognition

● Single monophonic instrument
○ Nsynth: https://magenta.tensorflow.org/datasets/nsynth

○ TinySol: https://zenodo.org/records/3685367

● Pre-dominant instrument
○ IRMAS: https://zenodo.org/records/1290750

● Multiple instruments: 
○ Openmic-2018: https://github.com/cosmir/openmic-2018

https://magenta.tensorflow.org/datasets/nsynth
https://zenodo.org/records/3685367
https://zenodo.org/records/1290750
https://github.com/cosmir/openmic-2018
https://github.com/cosmir/openmic-2018
https://github.com/cosmir/openmic-2018


Dataset: Mood Classification/Regression

● Collections: https://github.com/juansgomez87/datasets_emotion

● Classification: 
○ categorial words 

● Regression: (arousal, valence) 
○ continuous values

Music Emotion Recognition: Toward new, robust standards in personalized and context-sensitive applications, Juan Sebastián Gómez-Cañón et al, IEEE SPM, 2021 

Russel’s circumplex model of affect

“Arousal-Valence” 2D space 

Obtaining Reliable Human Ratings of Valence, Arousal, and Dominance for 20,000 English Words, Saif Mohammad, ACL, 2018

https://github.com/juansgomez87/datasets_emotion


Dataset: Music Tagging and more

● Music Tagging
○ MagnaTagaTune (MTT): https://mirg.city.ac.uk/codeapps/the-

magnatagatune-dataset

○ Million Song Dataset (MSD): http://millionsongdataset.com/

○ Free Music Archive (FMA): https://github.com/mdeff/fma

○ MTG-Jamendo: https://github.com/MTG/mtg-jamendo-dataset

● General audio classification

○ AudioSet: https://research.google.com/audioset/

https://mirg.city.ac.uk/codeapps/the-magnatagatune-dataset
https://mirg.city.ac.uk/codeapps/the-magnatagatune-dataset
https://mirg.city.ac.uk/codeapps/the-magnatagatune-dataset
https://mirg.city.ac.uk/codeapps/the-magnatagatune-dataset
https://mirg.city.ac.uk/codeapps/the-magnatagatune-dataset
http://millionsongdataset.com/
https://github.com/mdeff/fma
https://github.com/MTG/mtg-jamendo-dataset
https://github.com/MTG/mtg-jamendo-dataset
https://github.com/MTG/mtg-jamendo-dataset
https://github.com/MTG/mtg-jamendo-dataset
https://github.com/MTG/mtg-jamendo-dataset
https://research.google.com/audioset/


Evaluation

● ROC-AUC 
○ Area Under Receiver Operating Characteristic Curve

○ True positive rate (recall) = TP/(TP+FN)

○ False positive rate (1-specificity) = FP/(TN+FP)

○ 0.5 is the lowest value

○ Overly optimistic results with imbalanced data

● PR-AUC 

○ Area under precision-recall curve 

○ Precision = TP/(TP+FP)  

○ Recall = TP/(TP+FN)

○ More reliable with imbalanced data 

Source: https://music-classification.github.io/tutorial/part2_basics/evaluation.html

https://music-classification.github.io/tutorial/part2_basics/evaluation.html
https://music-classification.github.io/tutorial/part2_basics/evaluation.html
https://music-classification.github.io/tutorial/part2_basics/evaluation.html


Benchmark of CNN-based Music Classification Models

● Improvement of annotation and retrieval accuracy 

Evaluation of CNN-based Automatic Music Tagging Models, Minz Won, Andres Ferraro, Dmitry Bogdanov, Xavier Serra, SMC, 2020



Resources

● Pretrained music and audio classification models
○ https://github.com/minzwon/sota-music-tagging-models

○ https://github.com/jordipons/musicnn

○ https://github.com/tensorflow/models/tree/master/research/audioset/vggi

sh

○ https://github.com/marl/openl3

● Pretrained model repositories

○ https://pytorch.org/audio/stable/models.html 

○ https://huggingface.co/models

https://github.com/minzwon/sota-music-tagging-models
https://github.com/minzwon/sota-music-tagging-models
https://github.com/minzwon/sota-music-tagging-models
https://github.com/minzwon/sota-music-tagging-models
https://github.com/minzwon/sota-music-tagging-models
https://github.com/minzwon/sota-music-tagging-models
https://github.com/minzwon/sota-music-tagging-models
https://github.com/minzwon/sota-music-tagging-models
https://github.com/jordipons/musicnn
https://github.com/jordipons/musicnn
https://github.com/tensorflow/models/tree/master/research/audioset/vggish
https://github.com/tensorflow/models/tree/master/research/audioset/vggish
https://github.com/tensorflow/models/tree/master/research/audioset/vggish
https://github.com/marl/openl3
https://github.com/marl/openl3
https://huggingface.co/models
https://huggingface.co/models
https://huggingface.co/models
https://huggingface.co/models
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