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Pitch Estimation

● Predict pitch contour from acoustic music signals
○ Pitch contour: frame-level continuous pitch curves

○ Often called, “fundamental frequency” or “f0” estimation

Pitch Estimator Pitch contours



Pitch Estimation

● Monophonic pitch estimation from a single sound source

● Polyphonic pitch estimation from multiple sound sources
○ Polyphonic single instrument: piano, guitar

○ Polyphonic multiple instrument: violin + cello + piano (stream-level)

● Melody estimation: single melodic pitch estimation from multiple sound 

sources

Automatic Music Transcription: An Overview, Emmanouil Benetos, Simon Dixon, Zhiyao Duan, and Sebastian Ewert, IEEE SPM, 2018

Monophonic Polyphonic Polyphonic + instrument



Information in Pitch 

● Music
○ Notes or melody, Tonality (in polyphony)

○ Size (or register) of musical instruments: bass, cello, violin

○ Musical expressions

● Speech 

○ Context (prosody): question, mood, attitude

○ Speaker: gender, age, identity

○ Meaning: Chinese (Mandarin)

● Others

○ Vocalization of animals (e.g. bird’s chirp, whale): size and types, 

communication



Applications of Pitch Estimation 

● Sound analysis and MIR tasks
○ Instrument tuner

○ Expressive performance analysis: vibrato, glissando/portamento, etc.

○ Speech analysis: intonation, mood, pathology

○ Base information for note-level music transcription

○ Melody extraction, query-by-humming, cover song identification

○ Music education (assessment), music game (pitch as a game controller)     

GuitarTuna

Analysis and Detection of Singing Techniques in Repertoires of J-POP Solo Singers, Yuya Yamamoto, Juhan Nam, Hiroko Terasawa, ISMIR, 2022



Applications of Pitch Estimation 

● Sound transformation and synthesis
○ Pitch-shifting / time-stretching: pitch-synchronous overlap and add (PSOLA)

○ Cross-synthesis: using the pitch of input source to drive the synthesis of 

another source (e.g. voice conversion, tone transfer) 

○ Voice codec (vocoder): compress voice signals into small dimensional 

features: parametric vocoders (e.g. WORLD, STRAIGHT) or neural vocoders 

(e.g. HiFi-GAN, BigVGAN)  

PSOLA WOLRD Vocoder



Overview of Monophonic Pitch Estimation Algorithms

● DSP-based approach (1960s~2010s)
○ Time-domain

■ Auto-correlation: fundamental periodicity detection method for time-series data

■ YIN: average magnitude difference, widely used for music signals 

■ DIO: LPF and zero-crossing, mainly used for speech signals

○ Frequency-domain
■ Pattern matching: comb filtering, SWIPE (sawtooth)

■ Harmonic-product-sum (HPS)

■ Harvest: BPF and instantaneous frequency, mainly used for speech signals

○ Cepstrum 

○ Auditory Filter banks

○ Post-processing

■ Median filtering, dynamic programing , Viterbi-decoding (PYIN)



DSP-based Approach 

● When a tone is generated with a pitch, the waveform is periodic (or 

nearly periodic) and the spectrum is harmonic (or nearly harmonic)
○ Measure the period:  𝑥 𝑡 = 𝑥(𝑡 + 𝑇) 

○ Time-domain approach: estimate the period of the waveform

○ Frequency-domain approach: exploit the harmonic pattern

Waveforms of Flute A4 note Spectrum of Flute A4 note



DSP-based Approach: Auto-Correlation

● Auto-Correlation Function (ACF)
○ Measure self-similarity by

○ Find the time difference (lag) that makes the best match

rt (l)= xt (n)
n=0

N-1-l

å × xt (n+ l), l = 0,1,2,...,L-1 (Sondhi 1968)

lag

Choose the highest peak?

New Methods of Pitch Extraction,M. Sondhi, 1968.



DSP-based Approach: Auto-Correlation

● Biased auto-correlation:

● Unbiased auto-correlation:  

rbiased,t (l)= xt (n)
n=0

N-1-l

å × xt (n+ l), l = 0,1,2,...,L-1

runbiased,t (l)=
1

N - l
xt (n)

n=0

N-1-l

å × xt (n+ l), l = 0,1,2,...,L-1



DSP-based Approach: Auto-Correlation

Spectrogram

(tracking max values)

ACF

(tracking max values)



DSP-based Approach: Auto-Correlation

● By convolution theorem, auto-correlation can be computed in frequency 

domain and also efficiently using FFT

● Thus, the ACF can be computed as

x(n)
n=0

N-1-l

å × x(n+ l) = FFT-1(X(k)X*(k))= FFT-1( X(k)
2
) X(k)= FFT(x(n))

r(l)=
1

N - l
real(FFT-1( X(k)

2
))



DSP-based Approach: Auto-Correlation

● This is equivalent to

● ACF is a simple template-based approach in the frequency domain

○ Positive weights for (harmonic) peaks and negative weights for valleys

r(l)=
1

N - l
cos(

2plk

K
) X(k)

2

k=0

K-1

å



DSP-based Approach: Auto-Correlation

● Bias to the large peak around zero lag

● Not robust to octave errors, particularly, lower octaves  
○ ACF is sensitive to amplitude changes 

● Equal weights for all harmonic partials
○ In general, low-numbered harmonic partials are more important in 

determining pitch



DSP-based Approach: YIN

● Average Magnitude Difference Function (AMDF)
○ Measuring self-similarity by

○ In YIN, p is set to 2 

dt (l)= xt (n)- xt (n+ l)
p

n=0

N-1-l

å , l = 0,1,2,...,L-1

(de Cheveigné & Kawahara, 2002)

dt (l)= (xt (n)- xt (n+ l))
2

n=0

N-1-l

å = xt (n)
2 -2xt (n)xt (n+ l)+ xt (n+ l)

2

n=0

N-1-l

å

= rt (0)-2rt (l)+rt+l (0) Minimize the negative ACF 

plus a lag-dependent term  

YIN, a fundamental frequency estimator for speech and music, Alain de Cheveigne, Hideki Kawahara, JASA, 2002



DSP-based Approach: YIN

● The AMDF is normalized
○ Choose the minimum notch below a threshold

YIN, a fundamental frequency estimator for speech and music, Alain de Cheveigne, Hideki Kawahara, JASA, 2002

መ𝑑 𝑙 = 𝑑(𝑙)/[
1

𝑙
෍

𝑢=1

𝑙

𝑑 𝑢 ] otherwise

1 𝑙 = 0

𝑑 𝑙 : AMDF



Why YIN (AMDF) works better?

● Robust to changes in amplitude
○ The difference (instead of correlation) takes care of amplitude changes.

○ This reduces octave errors.

● Zero-lag bias is avoided by the normalized AMDF

● The normalized AMDF allows using a fixed threshold

○ Can choose multiple candidates and refine peaks  



DSP-based Approach: YIN

ACF

(tracking max values)

YIN



Frequency-domain Approach: Comb-filtering

● Using sharp harmonic sieves to take harmonic peak regions only
○ Compute pitch saliency for F0 candidates

(Puckette et al. 1998)

Real-time audio analysis tools for Pd and MSP, M. Puckette, T. Apel and D. Zicarelli, 1998



Frequency-domain Approach: Cross-correlation

● Cross-correlation with an ideal template on a “log-scale” spectrogram
○ SWIPE: use the spectrum of sawtooth waveform

A Sawtooth Waveform Inspired Pitch Estimator for Speech and Music, Arturo Camacho and John G Harris, JASA, 2008.

template

Log-frequency Spectrum



Frequency-domain Approach: HPS

● Harmonic product sum (HPS)
○ Successive product with harmonically down-sampled spectra

○ Used as a pitch salience function 

 
HPS(k)= X(mk)

m=1

M

Õ (Noll, 1969)

Pitch Determination of Human Speech by the Harmonic Product Spectrum, the harmonic sum spectrum and a maximum likelihood estimate, A. Noll, 1969



Cepstrum

● Decompose spectrum into harmonic partials (periodic) and frequency 

envelope (slowly-varying) 
○ Real Cepstrum: 𝑐𝑥 𝑙 = real{FFT−1 log 𝐹𝐹𝑇 𝑥 )}

○ “Liftering” to remove the frequency envelope

log 𝐹𝐹𝑇 𝑥 𝑐𝑥 𝑙

Frequency envelope Harmonic partials

Liftering

Cepstrum Pitch Determination, A. Michael Noll, JASA, 1967.



Auditory Filter bank

● Filter banks that imitate the magnitude and delay of traveling waves on 

basilar membrane in cochlear

● Correlogram 

○ Formed by concatenating the ACF of individual HC output   

○ 3-D representation (time-channel-lag) or “auditory images”

Cochlear Filter banks 
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Types of Auditory Filter Banks

● Gamma-tone Filter banks 
○ Gamma-tone:

○ Used in Patterson’s auditory filter banks based on ERB

● Pole-Zero Filter Cascade (Lyon)

g(t)= atn-1e-2pbt cos(2p ft +j)u(t)

Gamma-tone Filter banks 



Example of Auditory Filter Bank (Correlogram)

Piano (Chromatic Scale)



Example of Auditory Filter Bank (Correlogram)

Aerosmith “Jaded”



Pitch Analysis Using Auditory Model

● Summary ACF is computed by summing the ACF across all channels
○ The peaks in the ACF represent periodicity features

○ This is known to be robust to band-limited noises

Summary ACF



Post processing: Smoothing

● Median filtering
○ Handy and useful to remove outliers (e.g. octave jump)

● Viterbi decoding (based on hidden Markov model ) 

○ Find the best path with the maximum likelihood considering pitch transition  

○ PYIN: use a probabilistic threshold and find the best sequence (Tony)

PYIN: A fundamental frequency estimator using probabilistic threshold distributions, Matthias Mauch, Simon Dixon, ICASSP, 2014

(Dan Ellis’s E4896 Course Slides)



Overview of Monophonic Pitch Estimation Algorithms

● Deep Learning (2018 and afterward)
○ Supervised learning

■ CREPE (2018): CNN

■ DeepF0 (2021): a variation of CREPE

■ FCNF0++ (PENN) (2023): a refined CREPE

■ FCPE (2025): Depthwise separable convolutions and mel-spec masking

○ Self-supervised learning  

■ SPICE (2020): CNN, self-supervised learning 

■ PESTO (2023): CNN, self-supervised learning

○ Hybrid approach

■ dYIN, dSWIPE (2025): differentiable versions of YIN and SWIPE

■ SWIPE Kernel (2025): SWIPE + neural networks

This is NOT a comprehensive list. There are many more!



CREPE: A Convolutional Representation for Pitch Estimation 

● Classification-based approach using CNN
○ Input: a single frame of waveforms (1024 samples, resampled to 16kHz)

○ Output: quantized pitch with a resolution of 20 cents -> 360 classes

○ The output labels are smoothed using a Gaussian function: softening the 

penalty for near-correct predictions

CREPE: A Convolutional Representation for Pitch Estimation, Jong Wook Kim, Justin Salamon, Peter Li, Juan P. Bello, ICASSP, 2018

https://marl.github.io/crepe/

https://marl.github.io/crepe/


CREPE: A Convolutional Representation for Pitch Estimation 

● Higher performance than traditional DSP methods
○ Higher raw pitch accuracy (RPA) and raw chroma accuracy (RCA)

○ Robust when a certain noise is added 

○ But, low accuracy when the training set does not cover a wider pitch range or 

the pitch annotation is not consistent  

CREPE: A Convolutional Representation for Pitch Estimation, Jong Wook Kim, Justin Salamon, Peter Li, Juan P. Bello, ICASSP, 2018



CREPE: A Convolutional Representation for Pitch Estimation 

● Dataset issue in the supervised-learning approach
○ It is not feasible to annotate frame-level pitch labels on audio files. How can 

we obtain large-scale pitch annotations? 

● Solution: Analysis-Resynthesis approach 
○ Use a monophonic pitch estimator and obtain pseudo pitch labels (F0)

○ Re-synthesize the input source using the F0 values with sinusoidal modeling

○ Originally used for melody extraction in mixed audio

An Analysis/Synthesis Framework for Automatic f0 Annotation of Multitrack Datasets, Justin Salamon, et al., ISMIR, 2017



JDC: Joint Detection and Classification of Singing Voice Pitch 

● Joint learning of singing voice detection and pitch estimation  
○ Voice pitch classification (CRNN)

■ ResNet stacks: “no pooling over time”

■ Bi-directional LSTM-RNN for a wide temporal context

■ Use the Gaussian blurring in the output layer

○ Singing voice detector  (CRNN)
■ Use the shared features from the three layers of

the pitch classifier: “hierarchical” audio features

(e.g., vocal formant, vibrato, portamento)

■ Bi-directional LSTM-RNN

○ Combining the loss functions from the two tasks

Joint Detection and Classification of Singing Voice Melody Using Convolutional Recurrent Neural Networks, Sangeun Kum and Juhan Nam, 2019



JDC: Improving Performance with Semi-Supervised Learning

● Semi-supervised learning 
○ Labeled audio (small): used to train a teacher network

○ Unlabeled data (large): used to train a student network to predict the output 

of the teacher network 

● “Random data augmentation” on the student network

○  Pitch shifting, EQ, filters, overdrive, phaser, and reverberation 

  

Semi-Supervised Learning Using Teacher-Student Models for Vocal Melody Extraction, Sangeun Kum and Juhan Nam, 2020



SPICE: Self-Supervised Pitch Estimation

● Train a pair of Siamese network to estimate the pitch difference when 

the input (constant-Q transform) has the same relative pitch difference

SPICE: Self-Supervised Pitch Estimation, B. Gfeller, C. Frank, D. Roblek, M. Sharifi, M. Tagliasacchi, and M. Velimirovic, IEEE TASLP, 2020

Confidence level estimation

Reconstruction error

Relative pitch difference estimation error

0 ≤ 𝑦𝑡 ≤ 1

Final pitch estimation: the scale and offset are 

learned using a small labeled dataset

Huber norm



SPICE: Self-Supervised Pitch Estimation

● Performance comparison

● Ablation study

Clean

Noisy

Data augmentation:  random mix 

with backing tracks for singing voice



● Minimize the equivariance and invariance 
○ The output of the network 𝑦  is a multinomial distribution (pitch classification) 

○ Equivariance: shifting + cross-entropy for 𝑘 transposition

○ Invariance: add pitch-invariant transform (e.g. add noise) and cross-entropy

PESTO: Pitch Estimation with Self-supervised Transposition-equivariant Objective, Alain Riou, Stefan Lattner, Gaëtan Hadjeres, Geoffroy Peeters, ISMIR, 2023

PESTO: Pitch Estimation with Self-supervised Transposition-
equivariant Objective



● A small and lightweight model

● Robustness test 

PESTO: Pitch Estimation with Self-supervised Transposition-equivariant Objective, Alain Riou, Stefan Lattner, Gaëtan Hadjeres, Geoffroy Peeters, ISMIR, 2023

● Ablation Study 

PESTO: Pitch Estimation with Self-supervised Transposition-
equivariant Objective



RMVPE: A Robust Model for Vocal Pitch Estimation in Polyphonic 
Music

● Use a U-net architecture inspired by music source separation models
○ Supervised learning

● Robust and high performance!

○ However, it requires a high computational demand

○ Popularly used for singing voice conversion

RMVPE: A Robust Model for Vocal Pitch Estimation in Polyphonic Music, Haojie Wei, Xueke Cao, Tangpeng Dan, Yueguo Chen, Interspeech 2023



FCPE: A Fast and Context-based Pitch Estimation

● CNN model inspired by the Conformer architecture
○ Lightweight Lynx-Net layers: depthwise separable convolution

■ “2D conv” is replaced with “2D depthwise conv + pointwise (1x1) conv”

○ Inference: use the local weight average around the peak probability

■ Originally from DeepF0

 

FCPE: A Fast Context-based Pitch Estimation Model, Yuxin Luo, Ruoyi Zhang, Lu-Chuan Liu, Tianyu Li, Hangyu Liu, Arxiv 2025

Depthwise 

separable 

convolution

Local weighted average 

pitch estimation 



FCPE: A Fast and Context-based Pitch Estimation

● Training details
○ Re-synthesize the M4Singer and VCTK datasets using the Differentiable 

Digital Signal Processing (DDSP) method → use the pseudo pitch labels

○ Context learning: blank masking and Gaussian masking

■ Predict the pitch on the support of neighboring frames 

○ Outperform CREPE with much less computation

FCPE: A Fast Context-based Pitch Estimation Model, Yuxin Luo, Ruoyi Zhang, Lu-Chuan Liu, Tianyu Li, Hangyu Liu, Arxiv 2025

Real-Time Factor (RTF)

Accuracy



Differential YIN and SWIPE

● Make the computation steps of YIN or SWIPE “differentiable”

Differential YIN

Differential SWIPE

dYIN and dSWIPE: Differentiable Variants of Classical Fundamental Frequency Estimators, Sebastian Strahl and Meinard Müller, IEEE TASLP 2025

Two sawtooth templates

Make this template matrix trainable
1) Fully trainable matrix, 2) single-prototype

3) Parameter learning  

excluding non-prime harmonics 
reduces subharmonic errors 



Differential YIN and SWIPE

● Understanding the models with a linear sine sweep
○ dYIN and dSWIPE have stronger harmonic contrasts

○ dSWIPE covers higher harmonics

dSWIPE  with the first and 

prime-number harmonics



Differential YIN and SWIPE

● Vocal melody extraction
○ The gradient from the F0 estimator (dYIN, dSWIPE) can flow into the vocal 

melody separators (UMX: Open-Unmix, MRF: Mel-RoFormer)

○ Outperforms a SOTA vocal melody extraction model which directly predict 

the pitch 

  



Differential YIN and SWIPE

● Timbre-Specific F0 Estimation
○ Use violin recordings

○ Learned template (the single prototype) 

works better than the fixed sawtooth template



Tools, Source Code, and Inference Models

● Tony: https://www.sonicvisualiser.org/tony/ 

● PYIN: https://librosa.org/doc/main/generated/librosa.pyin.html 

● CREPE: https://github.com/marl/crepe 

● JDC: https://github.com/keums/melodyExtraction_JDC 

● SPICE: https://www.tensorflow.org/hub/tutorials/spice 

● PESTO: https://github.com/SonyCSLParis/pesto 

● RMVPE: https://github.com/Dream-High/RMVPE 

● FCPE: https://github.com/CNChTu/FCPE 

https://www.sonicvisualiser.org/tony/
https://librosa.org/doc/main/generated/librosa.pyin.html
https://github.com/marl/crepe
https://github.com/keums/melodyExtraction_JDC
https://www.tensorflow.org/hub/tutorials/spice
https://github.com/SonyCSLParis/pesto
https://github.com/Dream-High/RMVPE
https://github.com/Dream-High/RMVPE
https://github.com/Dream-High/RMVPE
https://github.com/CNChTu/FCPE
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