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ImageNet + GPU + DNN (2012)



Backgrounds



Backgrounds

ǒ Music understanding 

https://storage.googleapis.com/music2text-public/index.html

LLark: A Multimodal Foundation Model for Music (2024)

https://storage.googleapis.com/music2text-public/index.html
https://storage.googleapis.com/music2text-public/index.html
https://storage.googleapis.com/music2text-public/index.html
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ǒ Music transcription

Music and Audio Computing Lab, KAIST (2020)
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ǒ Music source separation, chord/key/beat/tempo estimation 

Moises App

https://www.youtube.com/watch?v=0wmiR8Zsv9g

https://www.youtube.com/watch?v=0wmiR8Zsv9g
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ǒ Vocal separation 

https://www.youtube.com/watch?v=Opxhh9Oh3rg

https://www.youtube.com/watch?v=Opxhh9Oh3rg
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Google MusicFX

https://aitestkitchen.withgoogle.com/ko/tools/music-fx

Suno.ai

https://suno.com/

ǒ Music audio generation

https://aitestkitchen.withgoogle.com/ko/tools/music-fx
https://aitestkitchen.withgoogle.com/ko/tools/music-fx
https://aitestkitchen.withgoogle.com/ko/tools/music-fx
https://suno.com/
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ǒ Cover song

https://www.youtube.com/watch?v=ge0Lw5I1Tw8

https://www.youtube.com/watch?v=ge0Lw5I1Tw8


ǒ Automated composition

Backgrounds

https://www.classicfm.com/composers/beethoven/unfinished-tenth-symphony-completed-by-artificial-intelligence/

https://www.youtube.com/watch?v=lESYzIEwors

https://www.classicfm.com/composers/beethoven/unfinished-tenth-symphony-completed-by-artificial-intelligence/
https://www.classicfm.com/composers/beethoven/unfinished-tenth-symphony-completed-by-artificial-intelligence/
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https://www.classicfm.com/composers/beethoven/unfinished-tenth-symphony-completed-by-artificial-intelligence/
https://www.youtube.com/watch?v=lESYzIEwors


Electric Dreams (1984)



Electric Dreams (1984)



Music AI

ǒ Understand music content and represent the meanings

ǒ Generate new music content based on the understanding

ǒ Perform music with human interactively and expressively  

melody, harmony, rhythm, structure

genre, mood, instrument, artist



Music Information Retrieval

https://ismir.net/

https://ismir.net/


ǒ Audio-to-Text 

Music Tagging



ǒ Multi -label classification

ƺ Supervised learning   

Music Tagging

Classification

Model
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ǒ Deep Learning 

ƺ Mel-spectrogram + Convolutional Neural Networks (CNN)

ƺ The cross-entropy loss between the sigmoid output and the multi -hot vector

Music Tagging

CNN

Deep Learning for Audio -Based Music Classification and Tagging , Juhan Nam, Keunwoo Choi, Jongpil Lee, Szu-Yu Chou, and Yi-Hsuan Yang, IEEE SPM, 2018
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VGG, GoogLeNet, DenseNet, 

Sequeeze-and-Excitation Net, 

EfficientNet



Music Tagging 

Juhan Nam (2012)



ǒ Deep Learning 

ƺ Mel-spectrogram + Convolutional Neural Networks (CNN)

ƺ The cross-entropy loss between the sigmoid output and the multi -hot vector

A fixed set of tags 

Deep Learning for Audio -Based Music Classification and Tagging , Juhan Nam, Keunwoo Choi, Jongpil Lee, Szu-Yu Chou, and Yi-Hsuan Yang, IEEE SPM, 2018
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Music Tagging



ǒ Mapping the tag labels to a dense semantic vector space 

Word Embedding

Ballad

Hiptop

Calm

Classical

Rock

Exciting

SoftVocal

Cello

Word

Embedding

e.g. Word2Vec (CBOW, skip-gram), GloVe

Pretrained word embedding models are available 
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Audio Embedding

The last layer of CNN

Ὢὼ
Audio Embedding



Joint Text -to-Audio Embedding Learning 

Similarity Metric

Audio Embedding

Word

Embedding

ñBalladò

ñRockò

ñJazzò

ñHiphopò

ñLight-heartedò
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ñPianoò
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Zero-shot Learning for Audio -based Music Classification and Tagging , Jeong Choi, Jongpil Lee, Jiyoung Park, Juhan Nam, ISMIR, 2019

Adaption layers



Demo: Query-by-Text



From Word Embedding to Large Language Model 

ǒ Word embedding is good at capturing word-level semantics

ƺ However, it is based on co-occurrences of words within a short context 

window

ƺ Nkokvgf"vq"tghngev"ҵjwocp"mpqyngfigҶ

ǒ Yj{"fqpҲv"yg"wug"Nctig"Ncpiwcig"Oqfgn"*NNO+"vq"dgvvgt"cppqvcvg"qt"

retrieve music?

ƺ LLM is trained with a huge amount of text corpus 

ƺ LLM learns a long-term context with a transformer model 

ƺ LLM can be finetuned by human feedbacks or domain-specific data



From Word Embedding to Large Language Model 

ǒ We can convert the tag annotation into a rich sentence-level description 

using LLM!

ƺ Suggest more descriptive words 

ƺ Conversational 

Jazz, Happy, Piano, 

F Major, 130bpm
(Genre, Mood, Inst., Key, 

Tempo)

The lively jazz genre in F

Major key at 130 BPM 
tempo with happy, upbeat
piano melodies.

Human Annotation Association

Text data augmentation by LLM



LLM-powered Caption Generation

ǒ Use ChatGPTto generate the text description (pseudo caption)

LP-MusicCaps : LLM -Based Pseudo Music Captioning , Seungheon Doh, Keunwoo Choi, Jongpil Lee, and Juhan Nam, ISMIR, 2023



Music Captioning

ǒ Cross-modal encoder-decoder

Audio Encoder 

(Listen)

Auto-regressive 

Language Decoder
(Write)

LP-MusicCaps : LLM -Based Pseudo Music Captioning , Seungheon Doh, Keunwoo Choi, Jongpil Lee, and Juhan Nam, ISMIR, 2023



Music Captioning

Music and Audio Computing Lab, KAIST (2023)



Extending Joint Text-to-Audio Embedding Learning 

ǒ Fine-tune an open-source LLM (LLaMA 2.0) 

ƺ Use tags , LLM-powered caption, meta data (artist, track), similar artist 

information

ƺ Sentence-level text encoder: RoBERTa

Enriching Music Descriptions with A Finetuned -LLM and Metadata for Text -to-Music Retrieval , Seungheon Doh, Minhee Lee, Dasaem Jeong, and Juhan Nam, ICASSP, 2024



funk song with female vocal, similar with Herbie Hancook style

User Input

funk song with female vocal, 

similar with Herbie Hancock style

Query



Conversational Music Retrieval

ǒ The multi-turn approach using natural language queries and the history 

of chat



Conversational Music Retrieval

ǒ Single-Turn Retrieval  vs Multi-Turn Retrieval



TalkPlay

ǒ Multi -turn chatting with fine -tuned multi -modal music LLM

https://talkpl.ai/

https://talkpl.ai/


Automatic Music Transcription (AMT)

ǒ Audio-to-Score  

AMT Model MIDI (piano roll)

Sheet music

Pitch contours



Monophonic Pitch Estimation

ǒ CREPE: classification -based approach using CNN

CREPE: A Convolutional Representation for Pitch Estimation , Jong Wook Kim, Justin Salamon, Peter Li, Juan P. Bello, ICASSP, 2018

https://marl.github.io/crepe/

https://marl.github.io/crepe/


Polyphonic Piano Transcription

ǒ Onsets and Frames

Onsets and Frames: Dual -Objective Piano Transcription , Curtis Hawthorne, et al, ISMIR, 2018

Website: https://magenta.tensorflow.org/onsets-frames

https://magenta.tensorflow.org/onsets-frames
https://magenta.tensorflow.org/onsets-frames
https://magenta.tensorflow.org/onsets-frames


Real-time Polyphonic Piano Transcription

ǒ Predicts note states (off, onset, sustain, offset, and re-onset) using an 

autoregressive RNN

Polyphonic Piano Transcription Using Autoregressive Multi -State Note Model , Taegyun Kwon, Dasaem Jeong, and Juhan Nam, ISMIR, 2020



Demo: Real-Time Polyphonic Piano Transcription

Music and Audio Computing Lab, KAIST (2020)



Seq-to-Seq Model

ǒ A generic encoder-decoder Transformer with standard decoding 

methods

ƺ Represents the MIDI output with text-based token sequences

Sequence -to-Sequence Piano Transcription with Transformers , Curtis Hawthorne, Ian Simon, Rigel Swavely, Ethan Manilow, Jesse Engel, ISMIR, 2021



MT3

ǒ The same seq-to-seq model that supports multi -task AMT 

MT3: Multi -Task Multitrack Music Transcription , Josh Gardner, Ian Simon, Ethan ManilowÀ, Curtis Hawthorne, Jesse Engel, ICML, 2022



MT3

ǒ Add the ҵrtqitco"ejcpigҶ"vqmgp"to the output  to change instruments

ƺ This allows the model to handle an arbitrary number of instruments

MT3: Multi -Task Multitrack Music Transcription , Josh Gardner, Ian Simon, Ethan ManilowÀ, Curtis Hawthorne, Jesse Engel, ICML, 2022

https://magenta.tensorflow.org/transcription-with-transformers

https://magenta.tensorflow.org/transcription-with-transformers
https://magenta.tensorflow.org/transcription-with-transformers
https://magenta.tensorflow.org/transcription-with-transformers
https://magenta.tensorflow.org/transcription-with-transformers
https://magenta.tensorflow.org/transcription-with-transformers


Music Source Separation

ǒ Mix audio Ą individual sources (e.g. stems)

Source: https://source-separation.github.io/tutorial/landing.html


